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Abstract

Recovering governing ordinary differential equations (ODEs) from data is a central
challenge in modeling dynamical systems across scientific domains. Existing ap-
proaches cast discovery as a static inference problem over fixed datasets, assuming
that the observed trajectories are sufficiently informative. However, dynamical sys-
tems evolve over large state spaces, and limited data can make multiple equations
observationally indistinguishable, leading to identifiability gaps and the recovery
of incorrect governing equations. To address this, we introduce LLM-ACES, or
LLM-guided Active Closed-loop Equation Search, a closed-loop framework that
jointly optimizes symbolic hypothesis construction and adaptive data acquisition.
In LLM-ACES, a large language model (LLM) proposes operator priors that de-
fine constrained subspaces of the symbolic search space, within which candidate
equations are fit to the observed data. The disagreement among these candidates
guides the acquisition of informative trajectories, creating a feedback loop that
iteratively refines both the hypothesis space and the discovered dynamics. On
122 ODE systems spanning ODEBench and ODEBase, LLM-ACES achieves the
lowest median NMSE, outperforming state-of-the-art baselines while reaching the
highest symbolic accuracy up to 70.8% on ODEBench and 69.5% on ODEBase
across different LLM backbones. Our analysis further shows that LLM-ACES is
sample-efficient, achieving better performance with less data. Under observation
noise and sparse sampling, LLM-ACES keeps the lowest reconstruction error with-
out inflating expression complexity, whereas baselines tend to add spurious terms
that fit the data locally but obscure the governing relationships.
Code : https://github.com/scientific-discovery/LLM-ACES

1 Introduction

Discovering governing equations from experimental data is a fundamental challenge in dynamical-
systems modeling and a key driver of scientific progress [30, 14]. In scientific domains, ordinary
differential equations (ODEs) provide compact and interpretable representations of continuous-time
dynamics through vector fields [7, 29, 57]. Although such equations have traditionally been derived
from first principles, the availability of high-fidelity data has made data-driven system identification
increasingly viable [5], thus motivating automated discovery methods based on genetic programming,
sparse regression, symbolic regression, and deep learning [23, 8, 51, 42]. Recently, large language
models (LLMs) have emerged as powerful tools for scientific hypothesis generation, using pre-trained
scientific and mathematical knowledge to propose structured candidate laws [40, 18, 47]. However,
dynamical equation discovery is not simply a problem of fitting equations to observed trajectories. It is
a closed-loop process that also requires acquiring informative observations across diverse conditions
to identify the underlying governing dynamics correctly.
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Table 1: Comparison of symbolic ODE discovery methods.

Method Hypothesis Closed Loop LLM-induced Data Search
Refinement Discovery Prior Acquisition Paradigm

SINDy [8] ✗ ✗ ✗ Passive Sparse Regression
PySR [14] ✓ ✗ ✗ Passive Evolutionary
ODEFormer [15] ✗ ✗ ✗ Passive Transformer-based
LLM-ODE [5] ✓ ✗ ✓ Passive Evolutionary
APPS-ODE [26] ✓ ✓ ✗ Active Grammar-based RL + Adaptive Sampling
Active-SINDy [25] ✓ ✓ ✗ Active Sparse Regression + Adaptive Sampling

LLM-ACES (ours) ✓ ✓ ✓ Active Evolutionary + Adaptive Sampling

Trajectories initialized from a limited region of the state space can render multiple structurally
distinct equations observationally indistinguishable. A candidate equation may fit the observed
data well yet predict entirely different behavior under new initial conditions or over longer time
horizons (see Figure 12 in Appendix D.1). This risk is especially pronounced in nonlinear systems,
where small changes in initial conditions lead to dramatically divergent trajectories [49], producing
an equation with low training error but incorrect governing structure. Thus, the central challenge
is not only to search over candidate equations, but also to acquire data that actively distinguishes
among competing dynamical hypotheses. This setting arises naturally in self-driving laboratories and
Bayesian experimental design, where an agent can adaptively query experimentally feasible conditions
under a limited acquisition budget [12, 52]. Existing methods address parts of this challenge, but
not the full closed-loop discovery problem. Classical regression methods search for interpretable
equations from fixed datasets but rely on manually specified, static operator spaces and passive
observations [8, 14]. LLM-guided approaches improve hypothesis generation by injecting scientific
priors into symbolic search, treating discovery as a passive regression task [47, 5]. Active symbolic
discovery methods adaptively acquire new trajectories, but typically do so without using structured
symbolic hypothesis spaces as the objects that guide experimentation [22, 21, 26]. This leaves open a
fundamental question: can symbolic hypotheses themselves guide adaptive data acquisition toward
more data-efficient and identifiable dynamical-system discovery?

To address this question, we propose LLM-ACES (LLM-guided Active Closed-loop Equation
Search), a closed-loop framework that jointly performs symbolic hypothesis construction and adap-
tive trajectory acquisition. Unlike prior methods that separate equation search from data collection,
LLM-ACES formulates dynamical-system discovery as an active inference process in which the
symbolic hypothesis space and the acquired dataset co-evolve. As illustrated in Figure 1, LLM-ACES
uses LLMs to induce operator-level priors that constrain the symbolic search spaces, instead of relying
on LLMs to output final equations directly (Figure 1 (A)). Candidate equations to fit the observed
data are then instantiated and optimized within these constrained spaces. The resulting population of
fitted equations serves as a predictive-disagreement set over the unknown dynamics (Figure 1 (B)).
LLM-ACES then selects experimentally feasible initial conditions by identifying regions of the
state space where candidate equations produce maximally divergent rollouts (Figure 1 (C)). The
newly acquired trajectories are fed back into the discovery loop, thereby refining both the candidate
equations and the subsequent LLM-guided construction of the hypothesis space (Figure 1 (D)). In this
way, LLM-ACES uses candidate hypotheses to resolve identifiability gaps, rather than treating them
as passive regression outputs. Table 1 compares dynamical-system discovery methods across hypoth-
esis refinement, closed-loop discovery, LLM-induced priors, data acquisition, and search paradigm.
Existing methods largely address these dimensions in isolation. Classical approaches [8, 17] rely
on fixed symbolic spaces and passive datasets, limiting generalization across dynamical regimes.
PySR [14], LLM-SR [47], and LLM-ODE [5] improve symbolic search and hypothesis exploration,
but still operate on static datasets. APPS-ODE [26] introduces active acquisition for ODE discovery,
but does not couple acquisition with LLM-induced symbolic hypothesis-space refinement. In con-
trast, LLM-ACES unifies LLM-guided operator-prior induction, iterative symbolic refinement, and
predictive-divergence-driven trajectory acquisition within a single closed-loop framework. We instan-
tiate LLM-ACES with LLM backbones GPT-4o-mini and Qwen3-32B and evaluate it on ODEBench
and ODEBase datasets. Our results show that LLM-ACES improves equation recovery and sample
efficiency compared to prior methods. Further analyses demonstrate the importance of LLM-induced
hypothesis spaces, feedback-driven refinement, and disagreement-based data acquisition in resolving
identifiability gaps. We summarize our contributions as follows:

• Closed-loop equation discovery. We propose LLM-ACES, a unified framework that tightly cou-
ples LLM-guided symbolic hypothesis construction with adaptive trajectory acquisition, enabling
the hypothesis space and observed dataset to co-evolve through iterative feedback.
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• LLM-induced symbolic search spaces. We use LLMs to construct domain-informed operator
priors that constrain symbolic regression, decoupling hypothesis-space design from equation fitting.

• Divergence-driven data acquisition. We introduce a trajectory acquisition strategy that selects ini-
tial conditions by maximizing predictive divergence among candidate equations, directly targeting
regions where competing dynamical hypotheses disagree most.

• Empirical improvements. On ODEBench and ODEBase, LLM-ACES outperforms strong passive
and active baselines across reconstruction, generalization, and extrapolation settings, achieving the
highest symbolic accuracy while remaining sample-efficient, noise-robust, and interpretable.
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Figure 1: Overview of LLM-ACES. LLM-ACES couples LLM-guided hypothesis-space construction with
active trajectory acquisition. (A) The LLM induces constrained symbolic search spaces from task information
and prior feedback. (B) Candidate equations are generated and optimized within these spaces. (C) New
initial conditions are selected by maximizing predictive disagreement among candidate rollouts. (D) Acquired
trajectories update the candidate equations and refine the next hypothesis space.

2 LLM-ACES
2.1 Problem Formulation

Dynamical symbolic discovery. We consider an autonomous dynamical system 9uptq “ f‹puptqq,
where uptq P Rd is the state and f‹ : Rd Ñ Rd is the unknown governing vector field. The goal is
to recover an interpretable symbolic approximation f̂ from a hypothesis space H constructed from
an operator vocabulary O. Given D “ tpui, 9uiquNi“1 with N observations, or derivatives estimated
from sampled trajectories, discovery seeks a parsimonious model that best fits the data:

f̂ “ argmin
fPH

Lpf ;Dq, (1)

where L measures prediction error; parsimony is handled by the symbolic-regression backend’s
complexity-aware model selection (Appendix B). Two equations f1, f2 P H are observationally
indistinguishable on dataset D if Lpf1;Dq « Lpf2;Dq yet f1 ‰ f2 structurally. We refer to this as the
identifiability gap in which distinct candidate dynamics fit the available observations comparably
well and cannot be reliably distinguished at the available observation precision.

Active data acquisition. The key insight is that dynamical systems, unlike static datasets, can
be queried given access to a simulator or experimental oracle Ω. Ideally, the next initial condition
u0 yields a trajectory τpu0q that contradicts at least one competing candidate. Because τpu0q is
unknown before the query, we use the candidates’ predicted disagreement as a proxy. Let τ̂f pu0q

denote the rollout of candidate f from u0. For any trajectory τ‹, the triangle inequality gives

max
`

}τ̂f1pu0q ´ τ‹}, }τ̂f2pu0q ´ τ‹}
˘

ě 1
2 }τ̂f1pu0q ´ τ̂f2pu0q}.

Thus, a large separation between candidate rollouts implies that at least one candidate must incur a
substantial trajectory error, motivating predictive disagreement as a heuristic for selecting informative
queries.

3



2.2 LLM-guided Hypothesis Generation
LLM-ACES begins with an LLM-guided hypothesis generation stage. Instead of asking the LLM to
directly output final equations, we use an LLM πθ to generate operator priors that define structured
subspaces of the symbolic hypothesis space. Candidate equations are then fitted within these
constrained subspaces using a symbolic regression backend. This design separates LLM-based
hypothesis-space construction from numerical equation fitting and evaluation.

Hypothesis-space exploration. At each iteration t, the LLM receives a prompt pt containing (i)
task-specific information, (ii) the available operator vocabulary O, (iii) the evaluation objective, and
(iv) in-context demonstrations derived from prior iterations. It generates a set of K operator priors

Ct “ tc
ptq
1 , . . . , c

ptq
K u, c

ptq
i „ πθp¨ | ptq. (2)

Each prior cptq
i specifies a subset of unary operators, such as sin, cos, exp, and log, and binary

operators, such as `, ´, ˆ, and ˜. These priors define constrained symbolic subspaces Hpc
ptq
i q Ď H

that encode dynamically plausible functional forms. One prior is generated to exploit high-performing
operator patterns stored in the experience buffer Et, while the remaining K ´ 1 priors encourage
structurally distinct operator compositions conditioned on previously explored operators. This induces
a structured exploration-exploitation tradeoff over symbolic hypothesis spaces.

Candidate equation generation. Given the operator prior set Ct, LLM-ACES fits candidate equa-
tions within the corresponding constrained symbolic subspaces. For each prior cptq

i , a symbolic
regression backend solves f ptq

i “ argmin
fPHpc

ptq

i q
Lpf ;Dtr

t q. This produces a candidate population

Pnew
t “ tf

ptq
1 , . . . , f

ptq
K u, spanning multiple LLM-induced symbolic subspaces. Each candidate is

evaluated on a held-out validation set Dval
t for every dimension using:

s
ptq
i “ ´Lpf

ptq
i ;Dval

t q, (3)

so that higher scores correspond to lower validation errors. These scores are used to update the
experience buffer Et, which conditions future operator-prior generation. Implementation details are
provided in Appendix B.3.

2.3 Hypothesis-Driven Data Acquisition

We formulate active equation discovery as a coupled optimization process over the candidate hy-
pothesis population and the acquired dataset. Candidate equations identify where additional data
(trajectories) would be most informative, while newly acquired trajectories refine both the candidate
equations and subsequent hypothesis-space construction.

Predictive-divergence acquisition. The acquisition committee at round t is Qt “ Pnew
t , the

candidate systems fitted in that round (at most K). For a candidate initial condition u0, each f P Qt

is rolled out with forward Euler, uℓ`1 “ uℓ ` ∆t fpuℓq, for L steps, and its states are stacked into
τ̂f pu0q P RLd. Non-finite rollouts are discarded, leaving Q̃tpu0q. With τ̄ the mean of the retained
rollouts,

Dijpu0q “
}τ̂fipu0q ´ τ̂fj pu0q}22

Ld }τ̄}22 ` ε
, Apu0;Qtq “ median

iăj
Dijpu0q, (4)

with A “ 0 if fewer than two rollouts are retained. Normalizing by the committee mean makes Dij

symmetric and measures disagreement relative to the magnitude of the predicted trajectories. We
approximately maximize A over the feasible box U with a Gaussian-process UCB search (Matérn-5/2,
κ “ 2) over 256 uniformly sampled initial conditions: 3 are scored at random, 7 more are chosen
by UCB, and the highest-scoring of the 10 is queried. This GP models the divergence score A;
it is distinct from the BO baseline (Section 3.1), whose GP models PySR’s validation error. A is
a heuristic: rollouts use forward Euler over t P r0, 0.9s while the oracle uses LSODA, non-finite
rollouts are discarded rather than counted as disagreement, and with K “ 3 the median is taken over
only three pairs, so one outlying candidate (which enters two of them) still sets the score.

Scoring and experience management. LLM-ACES keeps three candidate sets. (i) The acquisition
committee Pnew

t contains only the candidates fitted in iteration t. The committee is rebuilt from
candidates fitted on the current training data, rather than retaining candidates from previous rounds.
If fewer than two candidates are fitted in an iteration, no data is acquired in that iteration. (ii) The
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memory Mpkq

t stores, for each state dimension k, every component equation fitted so far. After each
acquisition step, all entries are re-scored on the updated validation set. The experience buffer Et takes
the top-B and bottom-B components per dimension (B “ 2) and is inserted into the next prompt
together with all previously proposed operator sets. High-scoring components reinforce effective
operator compositions, while low-scoring ones discourage spurious structures. (iii) The final system
is assembled per dimension from Mpkq

T (Appendix B.3).

2.4 Implementation Details

Algorithm 1 LLM-ACES

Require: Initial data Dinit, oracle Ω, rounds T , pri-
ors K, LLM πθ, metadata m, operators O
▶ Initialize

1: D0
tr,D0

val Ð Dinitr0 :: 2s,Dinitr1 :: 2s

2: tMpkq

0 uk, E0 Ð Init()
3: for t “ 0, . . . , T ´ 1 do

▶ Induce priors
4: Ct Ð tc

ptq
i „ πθpm,O, EtquKi“1

▶ Fit hypotheses
5: Pnew

t Ð H

6: for all cptq
i P Ct do

7: f
ptq
i Ð FitDatapDt

tr, c
ptq
i q

8: Pnew
t Ð Pnew

t Y tf
ptq
i u

9: end for
10: Mpkq

t`1 Ð Mpkq

t Y tf
ptq
i,k ui for all k

▶ Acquire data
11: τ ptq Ð AcquireDatapΩ,Pnew

t q

12: Dt`1
tr , Dt`1

val Ð UpdatepDt
tr, Dt

val, τ
ptqq

▶ Score and update
13: spt`1q Ð ScoreptMpkq

t`1uk,Dt`1
val q

14: Et`1 Ð UpdateMemoryptMpkq

t`1uk, s
pt`1qq

15: end for
16: f̂ Ð

`

argmax
fPMpkq

T

s
pT q

f

˘d

k“1

17: return f̂

Algorithm 1 summarizes the proposed closed-
loop discovery framework. Following [5], we
omit semantic and physical descriptions of
the system from the prompts and label state
variables generically (x0, x1, . . .), so the LLM
relies on reasoning and data-driven feedback
rather than memorized equations. The ini-
tial dataset Dinit contains 20 oracle samples
from the training initial condition, split by
alternating indices into 10 training samples
(D0

tr) and 10 validation samples (D0
val), with

every successful acquisition adding 10 sam-
ples to each split. At each iteration t, the
LLM πθ receives task metadata m, the ex-
perience buffer Et, and all previous operator
priors, and proposes up to K “ 3 new pri-
ors: one exploiting the best operator patterns
in Et, the others exploring operator families
not yet represented. Each prior selects, per
state dimension, a subset of an operator vocab-
ulary O of unary (e.g., sin, cos, exp, log) and
binary (`, ´, ˆ, ˜, exponentiation) opera-
tors. For each prior, PySR [14] regresses each
derivative component on the full state within
that subspace, yielding one candidate system;
these form Pnew

t , and their component equa-
tions are added to the per-dimension memory
Mpkq

t . ACQUIREDATApΩ,Pnew
t q then selects

the next initial condition via Eq. (4) (skipped
if fewer than two candidates were fitted), and
the oracle Ω, implemented with SciPy’s [55] solve_ivp (LSODA), returns a 20-sample trajectory
that is split by alternating indices and appended to Dt

tr and Dt
val. All components in memory are

then re-scored on the updated validation set, and Et`1 is rebuilt from the two best and two worst
components per dimension. After T rounds, the final system is assembled from the best component
in each dimension. Further details, prompts, and regression settings are in Appendix B.3.

3 Experiments

3.1 Experimental Setup

Evaluation Metrics. Following prior work on equation discovery [48, 4], we evaluate discovered
equations along three complementary axes. (i) Data fidelity quantifies how accurately the learned
dynamics reproduce observed trajectories and generalize across regimes and is measured using
normalized mean squared error (NMSE). (ii) Expression complexity captures the interpretability and
parsimony of symbolic representations, favoring compact and human-interpretable equations. (iii)
Symbolic accuracy (SA) measures the mean per-dimension recovery of the underlying functional
form and assesses whether the discovered equation is mathematically equivalent to the ground-truth
dynamics after replacing numerical coefficients with generic constants. Together, these metrics
provide a holistic evaluation, since equations with similar symbolic forms may differ numerically and
vice versa. Appendix A.2 contains more details on the metrics.
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Table 2: Performance across ODEBench and ODEBase datasets. We report median NMSE (lower is better)
for reconstruction, generalization, and extrapolation evaluation, mean expression complexity, and mean symbolic
accuracy (higher is better). Best results are in bold (for complexity, indicates proximity to the benchmark’s
mean complexity of 19.3 for ODEBench and 35.2 for ODEBase), and second-best results are underlined.

ODEBench ODEBase

Method Recon. Ó Gen. Ó Ext. Ó Comp. SA (%) Ò Recon. Ó Gen. Ó Ext. Ó Comp. SA (%) Ò

Passive Symbolic Discovery
SINDy 5.07e-04 5.09e-01 1.41e+00 11.7 20.1 1.06e-03 1.12e+00 3.47e-01 12.5 10.2
Operon 7.95e-05 2.57e-01 1.84e+00 14.0 4.0 1.49e-05 1.46e+00 1.41e+00 19.0 5.4
PySR 2.84e-03 8.82e-01 1.43e+00 6.6 18.7 1.37e-03 1.08e+00 1.35e+00 8.8 5.9
E2E 3.69e-01 1.49e+00 2.19e+00 52.6 0.0 1.04e+00 1.19e+01 1.98e+01 83.6 0.0
ODEFormer 4.61e-03 3.83e-01 2.04e+00 15.9 17.1 1.64e-02 1.15e+01 4.09e+00 18.5 4.8

LLM-guided Symbolic Discovery
LLM-only 2.20e-08 3.45e+00 1.79e+00 38.9 0.0 4.52e-08 1.06e+01 1.11e+00 54.9 0.0
LLM-ODE 4.12e-05 4.72e-03 2.43e-02 25.2 9.5 7.46e-05 8.51e-01 6.59e-04 32.1 3.4

Active Symbolic Discovery
Query-by-Committee (QBC) 1.81e-09 5.07e-09 5.69e-08 33.7 22.6 4.97e-09 7.47e-06 6.38e-06 45.2 21.5
Bayesian Optimization (BO) 1.06e-14 9.35e-13 3.47e-10 22.6 62.3 8.55e-10 4.61e-10 5.43e-08 31.3 65.0
APPS-ODE 7.52e-01 8.13e-01 1.02e+00 13.4 2.6 5.56e-01 9.12e-01 1.01e+00 10.9 15.2

LLM-ACES (GPT) 1.33e-17 8.28e-17 2.46e-16 17.1 70.8 2.54e-14 8.50e-10 3.05e-12 33.1 66.1
LLM-ACES (Qwen) 6.30e-16 4.18e-15 1.89e-15 18.2 69.2 3.70e-15 4.09e-15 3.44e-13 31.2 69.5

Baselines. We compare LLM-ACES against a diverse set of state-of-the-art dynamical system
discovery methods spanning symbolic regression, transformer-based equation generation, LLM-
guided discovery, and active trajectory acquisition. Our symbolic regression baselines include
SINDy [8] and evolutionary approaches such as PySR [14] and Operon [10]. We also consider
transformer-based methods, including End2End (E2E) [28] and ODEFormer [15]. Among LLM-
based approaches, we evaluate LLM-ODE [5] as well as an LLM-only iterative refinement setting
following prior work [62, 27]. For active trajectory acquisition, we compare against APPS-ODE [26],
as well as Bayesian optimization (BO) and Query-by-Committee (QBC) acquisition strate-
gies [20, 21] built on top of PySR. Unlike standard PySR, these active variants iteratively acquire
additional trajectories under the same acquisition budget as LLM-ACES. To mitigate dataset recall,
all LLM-based methods, including LLM-ACES, are evaluated using anonymized dataset versions
(see Section 4.3). All LLM-based baselines use GPT-4o-mini to generate 1000 candidate equa-
tions. LLM-ACES uses 10 iterations with up to 3 priors per round (30 LLM calls per dataset)
using GPT-4o-mini as well as Qwen3-32B to assess robustness across different LLM backbones.
Appendices B.2 and B.3 contain implementation details for all the baselines and LLM-ACES.

Evaluation Protocol. We evaluate all methods on ODEBench [15] and ODEBase [37], comprising
a collection of dynamical systems spanning 1D, 2D, 3D, and 4D state spaces from physics, mathe-
matics, and biology. Following the evaluation protocols of ODEFormer [15] and MDBench [4], we
assess performance across three trajectory-level settings: reconstruction, generalization, and extrapo-
lation. We report one run per system to limit the computational cost and summarize performance
using medians and distributional analyses across benchmark systems. In reconstruction, the model
is evaluated on trajectories from the training initial condition over t P r0, 1s with 100 uniformly
sampled time steps. In generalization, the model trained on the reconstruction dataset is evaluated
on the held-out initial condition over the time interval r0, 1s with 100 samples. In extrapolation
evaluation, we test extrapolation over an extended time range t P p1, 10s with 150 samples from
the training initial condition. These settings jointly evaluate the ability to fit observed dynamics,
generalize across initial conditions, and extrapolate beyond the training regime. Additional details on
datasets, including dataset names, equations, and stratified subsets used for analyses, are provided in
Appendix A.1.

3.2 Main Results

Table 2 summarizes results on ODEBench and ODEBase, containing 63 and 59 dynamical systems,
respectively. Reconstruction and extrapolation performance are evaluated using trajectories from a
single initial condition, while generalization is assessed on trajectories from a distinct initial condition.
ODEBench. Across all settings, LLM-ACES achieves the strongest overall performance. With the
GPT-4o-mini backbone, LLM-ACES attains median reconstruction, generalization, and extrapola-
tion NMSEs of 1.33 ˆ 10´17, 8.28 ˆ 10´17, and 2.46 ˆ 10´16, respectively, outperforming passive
and LLM-guided baselines by more than ten orders of magnitude on generalization and extrapolation,
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and the strongest active baseline, BO, by about six orders on extrapolation (3.47 ˆ 10´10). Among
the baselines, BO is the strongest competitor, followed by QBC. However, these methods recover the
correct symbolic structure less reliably, achieving symbolic accuracies of 62.3% and 22.6%, respec-
tively. In contrast, LLM-ACES achieves the best symbolic accuracy among all methods (70.8% with
GPT-4o-mini and 69.2% with Qwen3-32B). The average ground-truth complexity on ODEBench is
19.3, while LLM-ACES obtains complexities of 17.1 and 18.2 with GPT-4o-mini and Qwen3-32B,
respectively. Thus, LLM-ACES recovers equations that are not merely low-error fits but are also
close in structural complexity to the underlying governing equations.
ODEBase. Consistent with ODEBench, LLM-ACES achieves the strongest overall performance.
With the Qwen3-32B backbone, it obtains the best median reconstruction, generalization, and ex-
trapolation NMSEs. Passive symbolic discovery methods often achieve reasonable reconstruction
error, but their performance deteriorates substantially on generalization and extrapolation trajectories,
suggesting that they fit observed data without reliably identifying the governing structure. Among
active baselines, BO is again strongest, followed by QBC, but both lag behind LLM-ACES (Qwen)
in predictive accuracy and symbolic recovery. LLM-ACES achieves the best symbolic accuracy,
reaching 69.5% with Qwen3-32B and 66.1% with GPT-4o-mini, compared with 65.0% for BO. The
average ground-truth complexity is 35.2, and LLM-ACES produces equations with complexities of
31.2 and 33.1 using Qwen3-32B and GPT-4o-mini, respectively. In contrast, PySR produces simpler
but less faithful expressions, oversimplifying the dynamics (see Section 4.2), while QBC produces
more complex expressions without matching LLM-ACES’s accuracy. Overall, LLM-ACES provides
the strongest balance between predictive accuracy, symbolic fidelity, and ground-truth-aligned ex-
pression complexity. Appendix C includes distributional analysis, robustness to noise and sampling,
hyperparameter selection, system recovery, and the role of LLMs in search.

4 Analysis

4.1 Ablation Study

We ablate LLM-ACES on 30 ODEBench systems subset (10 each of 1D, 2D, and 3D), with all variants
sharing the same query budget and settings (Figure 2). LLM-ACES attains near machine-precision
median NMSE („10´32) on all three splits and recovers the true equation structure for 26{30 systems.
‘w/o LLM’ replaces the LLM with a UCB bandit over operator subsets; it degrades the most, with the
largest outliers and the most failures (7 systems with extrapolation NMSE ą 10´3 vs. 4 for the full
method), showing that the LLM’s semantic priors contribute beyond operator restriction alone. In
‘w/o Memory’, the LLM proposes priors without seeing past equations or tried operator sets; 24%
of its priors repeat earlier ones, and accuracy drops on 3D systems. ‘w/o Predictive Divergence’
replaces the acquisition in Eq. 4 with uniform sampling from U ; it yields the highest median errors
on every split and is the least stable, losing 6 systems after first solving them (3 by the final round),
as randomly placed queries fail to discriminate between competing hypotheses. Each of these three
variants recovers only 23{30 systems. ‘w/o Diversity’ requests all priors in a single call without
asking for distinct ones or filtering repeats; it reaches the same final accuracy (26{30), but 20% of
its priors repeat previously tried operator sets, so it explores fewer distinct hypothesis spaces than
LLM-ACES (23.8 vs. 27.3 per run) despite fitting more candidates. Overall, each component targets
a distinct failure mode: LLM priors steer the search toward plausible operator families, memory and
diversity prevent re-exploring tried hypothesis spaces, and predictive-divergence acquisition gathers
the data that separates competing hypotheses; removing any of them either loses systems or wastes
search budget. We further analyze memorization and sample efficiency in Sections 4.3 and 4.4.
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Generalization, and (iii) Extrapolation evaluation settings.
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4.2 Qualitative Analysis

Figure 3 compares the final equations discovered by LLM-ACES and representative baselines on the
Schnackenberg and Maxwell-Bloch systems. Passive discovery methods that rely solely on fixed
datasets often fail to recover the correct governing structure, even when they achieve low error on
the observed trajectories. This reflects an identifiability gap: when the available trajectories are not
sufficiently informative, structurally distinct equations can remain observationally indistinguishable
over the sampled region of state space. We further study this failure mode in Appendix D.1. PySR and
SINDy tend to oversimplify the dynamics, returning sparse or nearly linearized expressions that omit
essential nonlinear interaction terms. Operon and ODEFormer search over richer hypothesis classes,
but frequently introduce spurious polynomial or oscillatory terms that can improve local interpolation
while obscuring the underlying mechanism. LLM-guided methods such as LLM-ODE recover some
meaningful components but still miss key coupled interactions. Although APPS-ODE performs active
data acquisition, its recovered equations are oversimplified, showing that data acquisition alone does
not guarantee identifiability, as the queried trajectories must distinguish among competing equations
that achieve similar observed-data error. In contrast, LLM-ACES selects new trajectories using
predictive divergence among candidate equations, directly targeting regions where plausible symbolic
hypotheses disagree. Combined with LLM-guided operator priors, this enables LLM-ACES to
recover compact and correct equations that preserve the underlying dynamics, including the reaction
term in Schnackenberg dynamics and the bilinear interaction terms in Maxwell–Bloch dynamics.
Appendix D.3 provides additional trajectory-level comparisons between the dynamics generated by
LLM-ACES and the corresponding ground-truth systems for both ODEBench and ODEBase datasets.
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Figure 3: Discovered equations for the Schnackenberg (top) and Maxwell-Bloch (bottom) systems. (Left):
ground-truth governing equations and corresponding phase trajectories. (Middle): equations recovered by
symbolic and neural ODE discovery baselines. (Right): equations recovered by LLM-guided and active learning-
based baselines. Green indicates the correctly recovered symbolic components from ground truth equations.

4.3 Memorization Analysis

Many benchmark systems correspond to canonical equations that are likely to have appeared during
pretraining, leading to outputs that reproduce verbatim content [11, 19]. To disentangle direct dataset
recall from genuine discovery, we anonymize ODEBench and ODEBase by replacing all system
names, time derivatives, and semantic identifiers with generic labels (x0, x1, . . . 9x0, 9x1, . . .), removing
any domain-specific terminology from prompts. This eliminates variable-name leakage while preserv-
ing the numerical structure of the observations, providing a more faithful test of whether the LLM is
reasoning from data or retrieving memorized equations. We study this effect using Qwen3-32B in an
iterative refinement setting. At each iteration, the model is provided with the previous best equation
along with its corresponding NMSE and asked to generate candidate equations for 100 iterations.
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Figure 4: Error analysis comparing Qwen3-32B on
120 Feynman problems versus 63 ODEBench datasets.

Figure 4 compares equation discovery perfor-
mance across Feynman [53], ODEBench, and
an anonymized version of ODEBench. Both
Feynman and ODEBench rapidly achieve ex-
tremely low NMSE, reaching near-perfect numer-
ical fits after only a few iterations. In contrast,
the anonymized version of ODEBench saturates
around an NMSE value of 10´4, indicating that
removing semantic cues significantly increases the
difficulty of the task. Furthermore, we exactly re-
covered 31 of 120 equations (25.8%) for the Feyn-
man datasets and 17 out of 63 for ODEBench,
suggesting a high degree of equation recall. In
contrast, anonymizing ODEBench reduces the
number of exact recoveries to only 2 out of 63
systems. These results indicate that anonymized
benchmarks more faithfully assess equation-discovery capability by reducing memorization-based
shortcuts and requiring models to infer the underlying functional structure from the available evidence
rather than relying on familiarity with known equations.

4.4 Efficiency Analysis
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Figure 5: Geometric-mean reconstruction NMSE
across the 15-system subset at training budgets of
100, 200, 500, and 1000 observations. LLM-ACES
achieves the lowest error at each evaluated budget.

We evaluate the sample efficiency of LLM-ACES
on a set of 15 selected datasets, described in Ap-
pendix A.1, containing five systems from each of
the 1D, 2D, and 3D sets. We compare LLM-ACES
against a diverse set of baselines, including sym-
bolic regression (PySR), LLM-based symbolic re-
gression (LLM-ODE), and the Bayesian Optimiza-
tion variant of PySR (BO), across increasing obser-
vation budgets of 100, 200, 500, and 1000 samples
from the respective framework’s selected IC(s).
Results are aggregated using the geometric mean
of NMSE across datasets, which gives each dataset
equal weight on the log scale and reduces the influ-
ence of large errors relative to arithmetic averag-
ing. As shown in Figure 5, additional observations
substantially improve the performance of PySR be-
tween 100 and 200 samples, but its performance
quickly saturates around 10´14 to 10´15 NMSE
thereafter. LLM-ODE exhibits little sensitivity to the number of observations, with reconstruction
errors remaining around 10´4 to 10´5 across all sample budgets. BO benefits from additional samples,
reaching 2.01 ˆ 10´22 at 1000 observations. Crucially, LLM-ACES outperforms all baselines at
every observation budget from 100 samples to 1000 samples, maintaining the lowest reconstruction
error across all evaluated observation budgets beating BO at each level. Even when competing
methods are given a significantly larger number of observations (5 ´ 10ˆ data), they cannot surpass
LLM-ACES’s performance. This shows that LLM-ACES’s advantage stems from using observations
more effectively by querying the right data. Appendix C contains additional results and analyses.

5 Related Work
Discovery in Dynamical Systems. Dynamical symbolic regression (SR) seeks governing equations
f from trajectories pt,xptqq, often by learning relationships over pxptq, 9xptqq pairs despite unavailable
or noisy derivatives. Neural and hybrid approaches [13, 53, 59] provide flexible dynamics models but
often sacrifice interpretability or require strong inductive biases. Symbolic methods, including genetic
programming [14, 10] and sparse regression [8, 41], instead seek concise interpretable expressions
but typically rely on fixed datasets and manually specified operator spaces. Recent neural and
transformer-based methods [54, 6, 34, 46, 28] improve scalability by framing equation discovery as
sequence prediction, but largely remain passive and do not adaptively acquire data for discovery.
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LLMs for Scientific Discovery. LLMs have recently been used to guide scientific hypothesis
search [2, 43], often by proposing candidates evaluated through external oracles in evolutionary
or iterative refinement loops [33, 31, 35, 44]. In equation discovery, LLM-SR [47] uses LLMs to
guide symbolic regression from problem descriptions, while LLM-ODE [5] extends this idea to
dynamical systems using observed trajectories. LLM-guided search has also been applied to program
synthesis, molecular and materials discovery, and scientific optimization [38, 36, 58, 1]. Beyond
direct candidate generation, [60] uses LLMs to orchestrate tools and configure downstream models,
further illustrating their role in structuring scientific search. These approaches, however, primarily
use LLMs to organize or explore the hypothesis space defined by the available evidence; the resulting
hypotheses do not themselves determine which observations should be acquired next. LLM-ACES
closes this loop by using LLMs to induce structured symbolic search spaces whose fitted hypotheses
directly guide subsequent trajectory acquisition.

Active Learning for Equation Discovery. Active learning improves data efficiency by adaptively
querying informative samples, including uncertain and diverse examples in deep learning [45, 3].
For dynamical systems, related work studies active input design, adaptive trajectory sampling, and
exploration strategies for more efficient system identification [56, 39, 61, 50, 20, 22]. Related
symbolic-regression and ODE-discovery methods use active acquisition to select useful observations
or phase-space regions [9, 26]. Recent work couples LLM-generated mechanisms with hypothesis-
guided experiment design [27], while related active and PDE discovery methods combine adaptive
acquisition or structural search with predefined model classes [25, 16, 24]. LLM-ACES instead
couples acquisition with LLM-guided symbolic search-space construction: the LLM proposes
operator-level priors, symbolic regression instantiates candidate equations, and their disagreement
determines subsequent trajectory acquisition.

6 Conclusion

In this work, we introduced LLM-ACES, a closed-loop framework for dynamical equation discov-
ery that couples LLM-guided symbolic hypothesis construction with active trajectory acquisition.
Rather than treating equation discovery as passive inference over a fixed dataset, LLM-ACES uses
disagreement among competing symbolic hypotheses to guide the acquisition of informative tra-
jectories, allowing data collection and equation discovery to refine one another iteratively. Across
the ODEBench and ODEBase benchmarks, LLM-ACES achieves the best performance among the
evaluated methods under reconstruction, generalization, and extrapolation evaluation. In particular,
LLM-ACES achieves the lowest median NMSE across all settings on ODEBench and ODEBase with
the GPT-4o-mini and Qwen3-32B backbones, respectively. LLM-ACES also attains the highest sym-
bolic accuracy among all methods, reaching 70.8% on ODEBench with GPT-4o-mini and 69.5%
on ODEBase with Qwen3-32B. These improvements are obtained while producing expressions
whose complexity is closely aligned with the ground-truth equations, rather than merely minimizing
complexity. Ablation studies show that operator-prior induction, memory, and disagreement-based
acquisition each help prevent discovery failures, while diversity enforcement improves search effi-
ciency. More broadly, our results suggest that equation discovery should be viewed not as a static
regression problem, but as an iterative process in which hypotheses and observations continually
inform one another. Symbolic models should serve not only as explanations of existing data, but
also as tools for deciding which evidence should be collected next. We hope this perspective will
inspire future AI-for-science systems that integrate foundation models, structured priors, and adaptive
experimentation to enable more interpretable, data-efficient, and reliable scientific discovery.
Limitations. LLM-ACES focuses on autonomous ODE systems with query access to an oracle and
may not directly generalize to PDEs, stochastic dynamics, or heavily noisy settings without changes
to its components. Disagreement-based acquisition weights all candidates equally; implausible or
numerically unstable candidates can dominate the score and steer queries toward uninformative
regions. The dependence on LLM-induced operator priors and a symbolic-regression backend makes
performance sensitive to models, prompts, and search budget.
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By combining symbolic regression, large language models, and active learning, LLM-ACES aims
to accelerate scientific discovery in domains where governing equations are unknown or difficult
to derive. The framework could support model discovery in biology, physics, climate science, and
engineering, particularly when experiments are costly. However, LLM-ACES relies on LLMs, which
may introduce biased or incorrect priors, and the discovered equations may not generalize beyond the
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interface, which may not always be available. We therefore recommend using LLM-ACES as a
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assessment, and human oversight. We also mitigate potential benchmark memorization by evaluating
LLM-based methods on anonymized versions of the datasets and explicitly analyze its effects.
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We provide the code repository and detailed specifications of the experimental pipeline. Section 2
and Algorithm 1 describe LLM-ACES, Appendix A documents datasets and evaluation metrics, and
Appendix B reports computational resources, baseline configurations, prompts, operator constraints,
symbolic-regression settings, LLM sampling parameters, and the acquisition procedure. Section 3.1
specifies evaluation protocols and budgets, while Section 4.3 describes the benchmark anonymization
procedure. As hosted LLM APIs are stochastic and may change over time, exact generations may vary,
but we report the model choices, sampling settings, and computational budgets for reproducibility.

Appendix

A Experiment Setup
A.1 Datasets
We evaluate all methods on two complementary ODE discovery benchmarks: ODEBench [15], which
contains predominantly physics-inspired dynamical systems, and ODEBase [37], which consists
of biologically grounded systems curated from experimental studies. Together, these benchmarks
provide a broad evaluation suite spanning nonlinear dynamics and real-world scientific modeling.
ODEBench. ODEBench [15] contains a collection of dynamical systems derived from Steven Stro-
gatz’s textbook on nonlinear dynamics [49], together with additional systems sourced from scientific
reference materials. The benchmark contains 63 ODE systems covering a diverse range of physical
and mathematical phenomena, including population dynamics, oscillatory systems, epidemiological
models, chemical reaction networks, chaotic attractors, and classical mechanics. Specifically, it
comprises 23 one-dimensional systems, 28 two-dimensional systems, 10 three-dimensional sys-
tems, and 2 four-dimensional systems. The benchmark spans a wide range of functional forms,
including polynomial, rational, exponential, logarithmic, and trigonometric dynamics, making it
a challenging testbed for symbolic equation discovery. The complete list of systems is provided
in Tables 3–5. To limit cost, ablations use two fixed ODEBench subsets split by dimension (4D
excluded): ODEBench-30 (10 systems each in 1D, 2D and 3D) for the component ablation, and
ODEBench-15 (the hardest 5 each from ODEBench-30) for the additional sweeps. Each result is
compared with default LLM-ACES on the same systems.
ODEBase. ODEBase [37] is a repository of ordinary differential equation systems constructed
from curated models in the BioModels database [32]. The repository was originally developed
to facilitate benchmarking and evaluation of symbolic computation methods in systems biology
by providing standardized ODE representations derived from SBML models. ODEBase contains
mechanistic models originating from a wide range of biological domains, including cancer biology,
immunology, virology, pharmacokinetics, metabolic regulation, cell-cycle dynamics, and signaling
pathways. From this repository, we select 59 systems for evaluation, comprising 23 two-dimensional
and 36 three-dimensional ODEs. Tables 6, 7, and 8 report the ODEBase systems.
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Table 3: 1-Dimensional ODEBench datasets.

ID System Equation

1 RC-circuit (charging capacitor) 9x0 “
0.7´

x0
1.2

2.31

2 Population growth (naive) 9x0 “ 0.23x0

3 Population growth with carrying capacity 9x0 “ 0.79x0

`

1 ´
x0
74.3

˘

4 RC-circuit with nonlinear resistor 9x0 “ ´0.5 ` 1

e0.5´x0{0.96`1

5 Falling object with air resistance 9x0 “ 9.81 ´ 0.0021175x2
0

6 Autocatalysis 9x0 “ 2.1x0 ´ 0.5x2
0

7 Gompertz law 9x0 “ 0.032x0 logp2.29x0q

8 Logistic with Allee effect 9x0 “ 0.14x0

`

´1 `
x0
4.4

˘ `

1 ´
x0
130

˘

9 Language death model 9x0 “ 0.32p1 ´ x0q ´ 0.28x0

10 Refined language model 9x0 “ 0.2x1.2
0 p1 ´ x0q ´ 0.8x0p1 ´ x0q

1.2

11 Critical slowing down 9x0 “ ´x3
0

12 Photons in laser 9x0 “ 1.8x0 ´ 0.1107x2
0

13 Rotating hoop 9x0 “ 0.0981p9.7 cos x0 ´ 1q sin x0

14 Budworm model 9x0 “ 0.78x0

`

1 ´
x0
81

˘

´
0.9x2

0
21.22`x2

0

15 Budworm (dimensionless) 9x0 “ 0.4x0

`

1 ´
x0
95

˘

´
x2
0

x2
0`1

16 Landau equation 9x0 “ 0.1x0 ´ 0.04x3
0 ` 0.001x5

0

17 Logistic + harvesting 9x0 “ 0.4x0

`

1 ´
x0
100

˘

´ 0.3

18 Improved harvesting 9x0 “ 0.4x0

`

1 ´
x0
100

˘

´
0.24x0
50`x0

19 Logistic (dimensionless) 9x0 “ ´
0.08x0
0.8`x0

` x0p1 ´ x0q

20 Gene switching 9x0 “ 0.1 ´ 0.55x0 `
x2
0

x2
0`1

21 Reduced SIR 9x0 “ 1.2 ´ 0.2x0 ´ e´x0

22 Protein activation 9x0 “ 1.4 `
0.4x5

0
123`x5

0
´ 0.89x0

23 Driven pendulum 9x0 “ 0.21 ´ sinpx0q

A.2 Evaluation Metrics
Data Fidelity. We evaluate data fidelity using Normalized Mean Squared Error (NMSE), which
measures the relative discrepancy between predicted and ground-truth dynamics, normalized by each
system’s scale. Given predictions ŷ and ground-truth values y, we compute:

NMSEpŷ, yq “
}ŷ ´ y}22

}y}22 ` ε
, (5)

where ε “ 10´10 is used for numerical stability. NMSE is nonnegative and ranges from 0 to 8, with
NMSE “ 0 indicating exact agreement between the predicted and true dynamics. Values closer to
zero indicate higher predictive fidelity, while larger values indicate increasing deviation from the
ground-truth dynamics. We report NMSE across three evaluation regimes that probe progressively
stronger forms of distribution shift. In the reconstruction setting, the discovered model is numerically
integrated from the training initial condition IC0 using the LSODA solver and compared with the
ground-truth trajectory over t P r0, 1s sampled at 100 uniformly spaced points. In the generalization
setting, the same learned dynamics are evaluated from a held-out initial condition IC1 over the
same time horizon, isolating robustness to unseen initial conditions. In the extrapolation setting,
the model is rolled out from IC0 over the longer horizon t P p1, 10s using 150 sampled points to
test long-horizon stability beyond the training window. Together, these regimes assess whether the
discovered equations not only fit the observed trajectory but also reproduce the underlying dynamics
under new initial conditions and extended temporal extrapolation.
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Table 4: 2-Dimensional ODEBench datasets.

ID System Equations

24 Harmonic oscillator 9x0 “ x1

9x1 “ ´2.1x0

25 Damped oscillator 9x0 “ x1

9x1 “ ´4.5x0 ´ 0.43x1

26 Lotka–Volterra competition 9x0 “ x0p3 ´ 2x1 ´ x0q

9x1 “ x1p2 ´ x0 ´ x1q

27 Lotka–Volterra 9x0 “ x0p1.84 ´ 1.45x1q

9x1 “ ´x1p3 ´ 1.62x0q

28 Pendulum 9x0 “ x1

9x1 “ ´0.9 sinpx0q

29 Dipole system 9x0 “ 0.65x0x1

9x1 “ ´x2
0 ` x2

1

30 RNA catalysis 9x0 “ x0p´1.61x0x1 ` x1q

9x1 “ x1p´1.61x0x1 ` x0q

31 SIR infection 9x0 “ ´0.4x0x1

9x1 “ 0.4x0x1 ´ 0.314x1

32 Double well oscillator 9x0 “ x1

9x1 “ ´0.18x1 ´ x3
0 ` x0

33 Glider 9x0 “ ´0.08x2
0 ´ sinpx1q

9x1 “ x0 ´
cospx1q

x0

34 Rotating hoop 9x0 “ x1

9x1 “ p´0.93 ` cospx0qq sinpx0q

35 Shear flow dynamics 9x0 “ cospx0q cotpx1q

9x1 “ p4.2 sin2
px1q ` cos2px1qq sinpx0q

36 Nonlinear damped pendulum 9x0 “ x1

9x1 “ ´0.07x1 cospx0q ´ x1 ´ sinpx0q

37 Van der Pol 9x0 “ x1

9x1 “ ´0.43x1px2
0 ´ 1q ´ x0

38 Van der Pol (Strogatz) 9x0 “ 3.37

ˆ

´
x3
0
3 ` x0 ` x1

˙

9x1 “ ´
x0
3.37

39 Glycolytic oscillator 9x0 “ 2.4x1 ` x2
0x1 ´ x0

9x1 “ ´2.4x0 ` 0.07 ´ x2
0x1

40 Duffing 9x0 “ x1

9x1 “ 0.886x1p1 ´ x2
0q ´ x0

41 Cell cycle (Tyson) 9x0 “ 15.3p0.001 ` x2
0qp´x0 ` x1q ´ x0

9x1 “ 0.3 ´ x0

42 Chemical reaction model 9x0 “ 8.9 ´
4.0x0x1
x2
0`1

´ x0

9x1 “ 1.4x0

ˆ

´
x1

x2
0`1

` 1

˙

43 Driven pendulum 9x0 “ x1

9x1 “ 1.67 ´ 0.64x1 ´ sinpx0q

44 Quadratic damping 9x0 “ x1

9x1 “ 1.67 ´ 0.64x1|x1| ´ sinpx0q

45 Gray–Scott 9x0 “ 0.5p1 ´ x0q ´ x0x
2
1

9x1 “ ´0.02x1 ` x0x
2
1

46 Bar magnets 9x0 “ 0.33 sinpx0 ´ x1q ´ sinpx0q

9x1 “ ´0.33 sinpx0 ´ x1q ´ sinpx1q

47 Binocular rivalry 9x0 “ ´x0 ` 1

e4.89x1´1.4`1

9x1 “ ´x1 ` 1

e4.89x0´1.4`1

48 Bacterial respiration 9x0 “ 18.3 ´
x0x1

0.48x2
0`1

´ x0

9x1 “ 11.23 ´
x0x1

0.48x2
0`1

49 Brusselator 9x0 “ 3.1x2
0x1 ´ 4.03x0 ` 1

9x1 “ 3.03x0 ´ 3.1x2
0x1

50 Schnackenberg 9x0 “ 0.24 ` x2
0x1 ´ x0

9x1 “ 1.43 ´ x2
0x1

51 Oscillator death 9x0 “ 1.432 ` sinpx1q cospx0q

9x1 “ 0.972 ` sinpx1q cospx0q
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Table 5: 3-Dimensional and 4-Dimensional ODEBench datasets.

ID System Equations

52 Maxwell–Bloch
9x0 “ 0.1p´x0 ` x1q

9x1 “ 0.21px0x2 ´ x1q

9x2 “ 0.34p´3.1x0x1 ` 4.1 ´ x2q

53 Apoptosis model
9x0 “ 0.1 ´ 0.05x0 ´

0.4x0x1
x0`0.1

9x1 “ 0.4x0x1 ´ 0.5x1x2 ´ 0.1x1

9x2 “ 0.5x1x2 ´ 0.5x2

54 Lorenz periodic
9x0 “ 5.1p´x0 ` x1q

9x1 “ 12x0 ´ x0x2 ´ x1

9x2 “ ´1.67x2 ` x0x1

55 Lorenz complex
9x0 “ 10p´x0 ` x1q

9x1 “ 99.96x0 ´ x0x2 ´ x1

9x2 “ ´p8{3qx2 ` x0x1

56 Lorenz chaotic
9x0 “ 10p´x0 ` x1q

9x1 “ 28x0 ´ x0x2 ´ x1

9x2 “ ´p8{3qx2 ` x0x1

57 Rössler stable
9x0 “ 5p´x1 ´ x2q

9x1 “ 5p´0.2x1 ` x0q

9x2 “ 5p0.2 ` x2p´5.7 ` x0qq

58 Rössler periodic
9x0 “ 0.1p´x1 ´ x2q

9x1 “ 0.1p´0.2x1 ` x0q

9x2 “ 0.1p0.2 ` x2p´5.7 ` x0qq

59 Rössler chaotic
9x0 “ 0.2p´x1 ´ x2q

9x1 “ 0.2p´0.2x1 ` x0q

9x2 “ 0.2p0.2 ` x2p´5.7 ` x0qq

60 Aizawa attractor
9x0 “ ´0.65x1 ` x0p´0.7 ` x2q

9x1 “ 0.65x0 ` x1p´0.7 ` x2q

9x2 “ 0.6 ` 0.95x2 ´
x3
2
3 ´ x2

0 ´ x2
1 ` 0.25x2x

3
0

61 Chen–Lee attractor
9x0 “ 5x0 ´ x1x2

9x1 “ ´10x1 ` x0x2

9x2 “ ´3.8x2 `
x0x1

3

62 Binocular rivalry (4D)

9x0 “ ´x0 ` 1

e0.89x2`0.4x1´1.4`1

9x1 “ x0 ´ x1

9x2 “ ´x2 ` 1

e0.89x0`0.4x3´1.4`1

9x3 “ x2 ´ x3

63 SEIR model

9x0 “ ´0.28x0x2

9x1 “ ´0.47x1 ` 0.28x0x2

9x2 “ 0.47x1 ´ 0.3x2

9x3 “ 0.3x2
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Table 6: 2-Dimensional ODEBase datasets. *Systems 69 and 79 come from different BioModels entries that
reduce to the same ODEs in ODEBase.
ID System Equations

64 MPF and Cyclin Oscillations
9x0 “ 1.0x2

0x1 ´ 10.0x0{px0 ` 1.0q ` 3.466x1

9x1 “ 1.2 ´ 1.0x0

65 Cancer–Immune System
Competition

9x0 “ ´0.03125x2
0 ´ 0.125x0x1 ` 0.0625x0

9x1 “ ´0.08594x0x1 ´ 0.03125x2
1 ` 0.03125x1

66 FitzHugh–Nagumo Nerve
Membrane

9x0 “ ´1.0x3
0 ` 3.0x0 ` 3.0x1 ´ 1.2

9x1 “ ´0.3333x0 ´ 0.2667x1 ` 0.2333

67 One-hit Neuronal Cell Death
9x0 “ ´0.278x0

9x1 “ ´0.223x1

68 Stem Cell Simple Model
9x0 “ 0.004x0 ` 0.004x1{p0.01x1.0

0 ` 1.0q

9x1 “ 0.006x0 ´ 0.003x1 ´ 0.004x1{p0.01x1.0
0 ` 1.0q

69 Alzheimer Acetylcholine Positive
Feedback*

9x0 “ ´0.007x0x1

9x1 “ ´0.004x0 ´ 0.01x1 ` 0.33

70 Bistable Schlögl Model
9x0 “ ´0.00096x3

0 ` 0.1229x2
0 ´ 3.072x0 ` 12.5

9x1 “ 0.00096x3
0 ´ 0.1229x2

0 ` 3.072x0 ´ 12.5

71 Lotka–Volterra CAR-T / Tumour
9x0 “ 0.002x0x1 ´ 0.16x0

9x1 “ 0.15x1

72 Cytokine Inflammation
(Rheumatoid Arthritis)

9x0 “ ´x0 ` 3.5x2
1{px2

1 ` 0.25q

9x1 “ 1.0x2
1{px2

0x
2
1 ` 1.0x2

0 ` 1.0x2
1 ` 1.0q ´ 1.25x1 ` 0.025{px2

0 ` 1.0q

73 Calcium Oscillations
9x0 “ ´5.0x0x

4.0
1 {px4.0

1 ` 81.0q ´ 0.01x0 ` 2.0x1

9x1 “ 5.0x0x
4.0
1 {px4.0

1 ` 81.0q ` 0.01x0 ´ 3.0x1 ` 1.0

74 Acute Myeloid Leukaemia
9x0 “ ´0.1x0 ` 0.3x0{p0.5x0 ` 0.5x1 ` 1.0q

9x1 “ ´0.1x1 ` 0.3x1{p0.5x0 ` 0.5x1 ` 1.0q

75 Oncolytic M1
Virus–Sensitive/Normal (SN)

9x0 “ ´0.2x0x1 ´ 0.02x0 ` 0.02

9x1 “ 0.16x0x1 ´ 0.03x1

76 Bone Marrow Invasion (Absolute)
9x0 “ ´0.2x2

0 ` 0.1x0

9x1 “ ´1.0x0x1 ´ 0.8x2
1 ` 0.7x1

77 Reversible Isomerization
9x0 “ ´0.12x0 ` 1.0x1

9x1 “ 0.12x0 ´ 1.0x1

78 Tumour Under Nonstationary
Therapy

9x0 “ ´1.0x0x1 ` 2.0x0

9x1 “ 1.0x0x1 ´ 0.2x0 ´ 0.5x1 ` 0.25

79 Alzheimer Choline-Leakage
Hypothesis*

9x0 “ ´0.007x0x1

9x1 “ ´0.004x0 ´ 0.01x1 ` 0.33

80 Birth–Death Process
9x0 “ 1.0 ´ 0.025x0

9x1 “ 0.025x0 ´ 1.0

81 HIV Latency / Immune Response
9x0 “ ´0.029x0x1 ` 0.134x0{px0 ` 380.0q ` 0.001

9x1 “ ´0.927x0x1 ` 0.07

82 Bone Marrow Invasion (Relative)
9x0 “ ´0.8x2

0 ´ 0.9x0x1 ` 0.7x0

9x1 “ ´0.1x0x1 ´ 0.2x2
1 ` 0.1x1

83 Bioterrorism Panic–Protection
9x0 “ ´0.6x2

0 ´ 2.8x0x1 ` 6.0x0

9x1 “ 1.0x0x1

84 Tumour Immunotherapy
9x0 “ 0.004x0 ´ 4.0x1

9x1 “ 0.09x0x1 ´ 0.1x1

85 Cancer–Immune Cell Count
9x0 “ 0.514x0

9x1 “ 10.0 ´ 0.02x1

86 Tumour–Immune Interaction
(Base)

9x0 “ ´0.006544x2
0 ´ 1.0x0x1 ` 1.636x0

9x1 “ ´0.003x0x1 ` 1.131x0x1{px0 ` 20.19q ´ 2.0x1 ` 0.318
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Table 7: 3-Dimensional ODEBase datasets.

ID System Equations

87 Human/Mosquito ELP Epidemics
9x0 “ 600.0 ´ 0.411x0

9x1 “ 0.361x0 ´ 0.184x1

9x2 “ 0.134x1 ´ 0.345x2

88 Cancer Virotherapy (Phase I)
9x0 “ ´1.0x0x2

9x1 “ 1.0x0x2 ´ 1.0x1

9x2 “ ´0.02x0x2 ` 1.0x1 ´ 0.15x2

89 Oncogenesis with Genetic
Instability

9x0 “ 0.01 ´ 0.01x0

9x1 “ 0.03x1

9x2 “ ´0.5x2
2 ` 0.034x2

90 p53–Mdm2 Oscillations (Model 5)
9x0 “ ´3.7x0x1 ` 2.0x0

9x1 “ ´0.9x1 ` 1.1x2

9x2 “ 1.5x0 ´ 1.1x2

91 Insulin Kinetics Model A
9x0 “ ´0.1x0x2 ` 0.2x1x2 ` 0.1x2

9x1 “ ´0.01x0 ` 0.01 ` 0.01{x2

9x2 “ ´0.1x1x2 ` 0.257x1 ´ 0.1x2
2 ` 0.331x2 ´ 0.3187

92 p53–Mdm2 Oscillations (Model 1)
9x0 “ ´3.2x0x1 ` 0.3

9x1 “ ´0.1x1 ` 0.1x2

9x2 “ 0.4x0 ´ 0.1x2

93 Colon Crypt Cell Cycle (v1)
9x0 “ ´0.002207x2

0 ´ 0.002207x0x1 ´ 0.002207x0x2 ` 0.1648x0

9x1 “ ´0.01312x2
0 ´ 0.0216x0x1 ´ 0.01312x0x2 ` 1.574x0 ´ 0.008477x2

1 ´ 0.008477x1x2 `

0.5972x1

9x2 “ ´0.04052x0x1 ´ 0.04052x2
1 ´ 0.04052x1x2 ` 4.863x1 ´ 1.101x2

94 Prophage Induction
9x0 “ ´0.99x2

0{px0 ` x1q ´ 1.0x0x1{px0 ` x1q ` 0.99x0

9x1 “ ´0.99x0x1{px0 ` x1q ´ 1.0x2
1{px0 ` x1q ` 1.0x1

9x2 “ ´0.001x2

95 Tumour–Immune with IL-2
9x0 “ ´1.0x0x1{px0 ` 1.0q ` 0.18x0

9x1 “ 0.05x0 ` 0.124x1x2{px2 ` 20.0q ´ 0.03x1

9x2 “ 5.0x0x1{px0 ` 10.0q ´ 10.0x2

96 Cytotoxic/Helper T Cell–Tumour
Interaction

9x0 “ ´10.0x2
0 ´ 2.075x0x2 ` 10.0x0

9x1 “ 0.19x0x1{px2
0 ` 0.0016q ´ 1.0x1 ` 0.5

9x2 “ ´2.075x0x2 ` 1.0x1x2 ´ 1.0x2 ` 2.0

97 Zombie (SIZRC) Epidemic
9x0 “ ´0.009x0x1 ` 0.05

9x1 “ 0.004x0x1

9x2 “ 0.005x0x1

98 Circadian Oscillations / NF-κB
Signalling

9x0 “ ´954.5x0x2{px0 ` 0.029q ´ 0.007x0{x2 ` 0.007{x2

9x1 “ 1.0x2
0 ´ 1.0x1

9x2 “ 0.035x0 ` 1.0x1 ´ 0.035

99 Glioma–Immune Interaction
9x0 “ ´0.482x2

0 ´ 0.07x0x1{px0 ` 0.903q ´ 2.745x0x2{px0 ` 0.903q ` 0.482x0

9x1 “ ´0.019x0x1{px0 ` 0.031q ´ 0.331x2
1 ` 0.331x1

9x2 “ 0.124x0x2{px0 ` 2.874q ´ 0.017x0x2{px0 ` 0.379q ´ 0.007x2

100 Hepatitis C Infection Dynamics
9x0 “ ´0.002x0 ` 1.065e`4x0{px0 ` x1q ` 0.118x1

9x1 “ ´0.118x1 ` 342.5x1{px0 ` x1q

9x2 “ 204.0x1 ´ 17.91x2

101 Tumour–Normal Cell Progression
9x0 “ ´0.931x0x1 ´ 0.138x0x2 ` 0.431x0

9x1 “ 1.189x0x1 ´ 0.1772x2
1 ´ 0.147x1x2 ` 0.443x1

9x2 “ ´0.813x0x2 ` 0.271x0x2{px0 ` 0.813q ´ 0.363x1x2 ` 0.783x1x2{px1 ` 0.862q ´

0.57x2 ` 0.7

102 L-Dopa Pharmacokinetics
9x0 “ ´2.11x0

9x1 “ 0.889x0 ´ 1.659x1

9x2 “ 0.4199x1 ´ 0.06122x2

103 p53–Mdm2 Oscillations (Model 4)
9x0 “ 0.9 ´ 1.7x1

9x1 “ ´0.8x1 ` 0.8x2

9x2 “ 1.1x0 ´ 0.8x2

104 Tumour Dormancy Equilibrium
9x0 “ ´1.125x2

0 ´ 0.3x0x1 ` 0.9x0 ` 10.0

9x1 “ 0.1x1x2 ´ 0.02x1

9x2 “ ´0.1x1x2 ´ 1.143x2
2 ` 0.77x2
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Table 8: 3-Dimensional ODEBase datasets (contd.).

ID System Equations

105 Tumour–Immune Noise-assisted
Interactions

9x0 “ ´1.0x2
0 ´ 1.0x0x1 ` 1.748x0 ` 2.73x2

9x1 “ 1.0x1x2 ´ 0.05x1

9x2 “ 1.126x0 ´ 15.89x2

106 Goldbeter Embryonic Cell Cycle
9x0 “ ´0.25x0 ´ 0.25x2 ` 0.25

9x1 “ ´6.0x0x1{p´2.0x0x1 ` 2.002x0 ´ 1.0x1 ` 1.001q ` 6.0x0{p´2.0x0x1 ` 2.002x0 ´

1.0x1 ` 1.001q ´ 1.5x1{px1 ` 0.001q

9x2 “ ´1.0x1x2{p1.001 ´ x2q ` 1.0x1{p1.001 ´ x2q ´ 0.7x2{px2 ` 0.001q

107 Helper T Cells in Tumour Immune
System

9x0 “ ´0.003272x2
0 ´ 1.0x0x1 ` 1.636x0

9x1 “ 0.04x0x1 ` 0.01x1x2 ´ 0.374x1

9x2 “ 0.002x0x2 ´ 0.055x2 ` 0.38

108 Cholesterol Biosynthesis (SREBP2)
9x0 “ ´0.001x0

9x1 “ 1.0x0 ´ 0.002x1

9x2 “ 0.462x1 ´ 0.004x2

109 HIV/CD4 T-cell Interaction
9x0 “ ´0.1x2

0x2 ´ 0.1x0x1x2 ` 0.8x0x2 ´ 0.1x0

9x1 “ ´0.1x0x1x2 ` 0.2x0x2 ´ 0.1x2
1x2 ` 1.0x1x2 ´ 0.2x1

9x2 “ 1.0x1 ´ 0.5x2

110 Cyclin-dependent Kinase
Oscillations

9x0 “ ´0.25x0x2{px0 ` 0.001q ´ 0.046x0 ` 0.06

9x1 “ ´4.0x0x1{p´x0x1 ` 1.002x0 ´ 0.5x1 ` 0.501q ` 4.0x0{p´x0x1 ` 1.002x0 ´ 0.5x1 `

0.501q ´ 2.0x1{px1 ` 0.002q

9x2 “ ´1.0x1x2{p1.01 ´ x2q ` 1.0x1{p1.01 ´ x2q ´ 0.7x2{px2 ` 0.01q

111 Tumour–Normal–Vitamins
(TNVM)

9x0 “ ´0.982x0x1 ` 0.222x0x2 ` 0.431x0

9x1 “ 0.229x0x1 ´ 0.1772x2
1 ´ 0.497x1x2 ` 0.443x1

9x2 “ 0.898 ´ 0.961x2

112 Colon Crypt Cell Cycle (v0)
9x0 “ 0

9x1 “ 1.0x2
0{px0 ` 2.924q ` 0.218x0 ´ 0.024x1

9x2 “ 1.0x2
1{px1 ` 29.24q ` 0.547x1 ´ 1.83x2

113 Circadian Rhythms (Neurospora)
9x0 “ ´0.505x0{px0 ` 0.5q ` 1.6{px4.0

2 ` 1.0q

9x1 “ 0.5x0 ´ 0.5x1 ´ 1.4x1{px1 ` 0.13q ` 0.6x2

9x2 “ 0.5x1 ´ 0.6x2

114 Toxicant–Immune System
Dynamics

9x0 “ ´0.2x2
0 ´ 0.05x0x1 ` 0.9x0

9x1 “ 0.295x0x1 ´ 0.8x1 ` 0.04

9x2 “ 2.4x0 ´ 0.1x2

115 Tumour–CD4+–Cytokine
Interactions

9x0 “ ´3.0e´5x2
0 ´ 0.1x0x2{px0 ` 1.0q ` 0.03x0

9x1 “ 0.02x0x1{px0 ` 10.0q ´ 0.02x1 ` 10.0

9x2 “ 0.1x0x1{px0 ` 0.1q ´ 47.0x2

116 Proteasome Dynamics (Parkinson’s)
9x0 “ ´1.0x0x1 ` 25.0{px1 ` 1.0q

9x1 “ ´1.0x0x1 ´ x1 ` 1.0x2 ` 1.0

9x2 “ 1.0x0x1 ´ 1.0x2

117 Weight Cycling Dynamics
9x0 “ ´0.1x0{px0 ` 0.2q ` 0.1x1

9x1 “ ´1.5x1x2{px1 ` 0.01q ´ 1.0x1{p1.01 ´ x1q ` 1.0{p1.01 ´ x1q

9x2 “ ´6.0x0x2{p1.01 ´ x2q ` 6.0x0{p1.01 ´ x2q ´ 2.5x2{px2 ` 0.01q

118 Stem Cell + Transit Amplifying
Cells

9x0 “ 0.004x0 ` 0.0096x1{p0.01x1.0
0 ` 1.0q

9x1 “ 0.006x0 ´ 0.004x1

9x2 “ 0.024x1 ´ 0.0096x1{p0.01x1.0
0 ` 1.0q ´ 0.003x2

119 Tumour–Immune Immunotherapy
9x0 “ 0.044x0x2{px2 ` 0.02q ´ 0.038x0 ` 1.009x1

9x1 “ ´0.018x0 ´ 0.123x2
1 ` 0.123x1

9x2 “ 0.9x0 ´ 1.8x2

120 Tumour Growth Model
9x0 “ ´17.86x0x

2
2 ` 0.05x0x2{px0 ` x1 ` x2 ` 1.0q ´ 0.1x0 ` 0.625x2 ` 0.01

9x1 “ ´x1 ` 2.0x1{px0 ` x1 ` x2 ` 1.0q

9x2 “ ´25.0x0x
2
2 ´ x2 ` 4.0x2{px0 ` x1 ` x2 ` 1.0q

121 Oncolytic M1 Virus–SNT Model
9x0 “ ´0.2x0x1 ´ 0.5x0x2 ´ 0.02x0 ` 0.02

9x1 “ 0.16x0x1 ´ 0.03x1

9x2 “ 0.4x0x2 ´ 0.028x2

122 CAR T-cell Therapy in ALL
9x0 “ ´0.07143x0

9x1 “ 0.033x1

9x2 “ ´0.01667x2
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Expression Complexity. Expression complexity is measured as the size of the symbolic expres-
sion’s tree representation. Each discovered equation is encoded as a rooted tree, where leaves
correspond to variables and constants, and internal nodes correspond to unary or binary operators
(e.g., `,´,ˆ, sin, exp). The complexity is defined as the total number of nodes in the tree:

Complexitypfq “ |Tf |,

where Tf denotes the expression tree of equation f . This quantity is computed recursively by
assigning a unit cost to each node in the tree and summing over all sub-expressions. Specifically, each
operator contributes one unit to the complexity, and each variable or constant also contributes one
unit. Consequently, expressions with greater depth or a larger number of composed operations yield
higher complexity values. This provides a structural measure of model size and is commonly used as
a parsimony objective in symbolic regression to discourage unnecessarily complex expressions.

###
<Role>
You are a strict but fair judge of structural equivalence between the right-hand side of a
ground-truth ordinary differential equation and the right-hand side discovered by an automated
method. Coefficient values do not matter. Algebraic style does not matter. Missing terms, extra
terms and different exponents do matter.

###
<Procedure>
1. Rewrite as mathematics: ^ and ** are powers, exp2(u) = 2^u, cube(u) = u³, x/x = 1, ....
2. Canonical form (both sides): expand products, distribute, collect like terms, combine powers
   of the same base, .... Identities that need a positive argument (log(x·y) = log(x) + log(y),
   sqrt(x²) = x, Abs(x) = x, ....) hold only if the argument is positive on the stated range.
3. Remove constants: replace every numerical coefficient with a generic constant c.
   Do not remove exponents.
4. Compare term by term: the two term sets must match one-to-one, with exponents within ±0.005.

###
<Decision Rules>
- Answer YES when only coefficient values, algebraic arrangement or exact identities differ.
- Answer NO when a term is missing, there is an extra term, an exponent or a function differs,
  an additive constant differs, ....
- Judge only the mathematics. Ignore how accurate the fitted coefficients are.

Instruction

###
<Inputs>
- Benchmark and system: ODEBench #27 Lotka-Volterra simple
- Equation being judged: dx0/dt, equation 1 of a 2-dimensional system
- State variables and their ranges: x0 in [0.0635, 9.28], x1 in [0.0093, 8.69]
- Ground truth for dx0/dt (c0, c1, ... are free constants; c0 = 1.84, c1 = 1.45, ....):
  x0 * (c0 - c1 * x1)
- Discovered right-hand side for dx0/dt: (1.2689655 - x1)*x0*1.45

###
<Examples>
GT: c0·x0·(1 − x0/c1)  Prediction: x0*(0.79 - 0.0106*x0).  YES: both are c·x0 + c·x0².
GT: c0·x0 − c1·x0²     Prediction: 2.1*x0 - 0.5*x0**2 + 1e-6*x0**3.  NO: extra term x0³.
....
....

###
<Output>
Return only this JSON object:
{"gt_canonical": "<ground-truth term set after steps 1-3>",
 "pred_canonical": "<prediction term set after steps 1-3>",
 "reasoning": "<short step-by-step comparison>",
 "mismatch_type": "none | missing_term | extra_term | ....",
 "answer": "YES or NO"}

Equation Specification

Figure 6: Prompt for LLM-judge to calculate the symbolic accuracy.

Symbolic Accuracy. Following LLM-SRBench [48], we use an LLM judge to decide whether
each discovered ODE has the same structure as the ground truth. Exact string match and normalized
tree edit distance penalize algebraically equivalent rewrites, so we instead use Claude-Opus-4.6
(temperature 0) as the judge. Each method’s output is first mapped to a common x0, x1, . . . variable
naming by a method-specific normalizer and given to the judge with its fitted constants intact, together
with the ground-truth right-hand side and the range each state variable takes on the benchmark
trajectories. The judge follows a fixed procedure: it rewrites both sides in canonical form (expanding
products, collecting like terms, and applying identities such as logpxyq “ log x ` log y only where
they hold on the stated range), replaces every numerical coefficient with a generic constant while
keeping exponents, and compares the resulting sets of terms. It answers yes only if the terms match
one-to-one with exponents agreeing within ˘0.005; a missing or extra term, a different function, or
an added or dropped constant term is a mismatch. Each state dimension is judged independently,
and a system’s score is the fraction of its dimensions recovered (partial credit; e.g., 0.67 if 2 of 3 are
correct), with systems that have no saved equation scoring 0. Further, to validate the LLM judge, we
compared its verdicts against a manual review, where the LLM judge agreed with manual review on
98.4% of the assessed comparisons.
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B Implementation Details

B.1 Computational Resources

All experiments run on a server with two Intel Xeon Gold 5220R processors (48 physical cores) and
502 GB RAM. Non-LLM regression baselines run on this server with a 12-hour timeout per dataset.
Furthermore, we used four NVIDIA RTX 8000 GPUs (48 GB each) for setting up the inference for
neural network-based or transformer-based methods. For LLM-based methods, we used hosted APIs,
for example, GPT through OpenAI and Qwen3-32B through Modal and AWS.

B.2 Baselines

We compare our method against established baselines spanning sparse regression, evolutionary
symbolic regression, neural sequence modeling, and active data acquisition. For all static methods,
we adopt a unified experimental protocol in which each model is trained on the provided set of 200
data points from the default initial condition. For active regression methods, each method follows its
own data acquisition process to acquire equivalent total samples and is ultimately evaluated on the
same set of data points. We follow MDBench’s implementations1 for all baselines but expand the
candidate operator sets beyond those used in the original benchmark. MDBench restricts its operator
pools to a subset that appears in its equation catalog, introducing a systematic bias as the search
spaces match the benchmark’s equations. All baselines except APPS-ODE [26], ODEFormer [15],
and Operon [10] use the expanded set:

• Unary Operators: sin, cos, tan, exp, log,
?

¨, |¨|, tanh, sinh, cosh, ¨2, ¨3, ¨´1,´¨, 3
?

¨, log2, log10, 2
¨

• Binary Operators: {`,´,ˆ,˜, û

Table 9: Hyperparameter settings for baselines.
Model Hyperparameter Values

SINDy

threshold np.logspace(-7,0,16)

basis functions [polynomial], [polynomial, sin, cos, tan, exp, log, sqrt, abs,
tanh, sinh, cosh, square, cube, inv, neg, cbrt, log2, log10, exp2]

polynomial order 1, 2, 3, 4
alpha 10´5, 10´4

optimizer STLSQ
max iterations 200

PySR

#iterations, #cycles per iteration 100, 1000
#populations, population size 20, 100
max size, max depth 40, 20
binary operators [+, -, ˆ, /, ]̂

unary operators sin, cos, tan, exp, log, sqrt, abs, tanh, sinh
cosh, square, cube, inv, neg, cbrt, log2 , log10 , exp2

End2End
max input points 200
#trees to refine 10
rescale True

ODEFormer beam temperature 0.05, 0.1, 0.2, 0.3, 0.5
beam size 50

Operon

symbols add, sub, mul, div, aq, pow, abs, cbrt, cos
cosh, exp, log, sin, sinh, sqrt, tan, tanh, square

brood size 10
max depth, max length 10, 50
pool size, population size 1000, 1000
tournament size 3
mutation probability 0.25
optimizer LM (Levenberg–Marquardt)

APPS-ODE

#epochs 50
reward threshold 1{p1 ` 10´6q

grammar max length 10
top-K size 10
function set [add, sub, mul, div, sin, exp, poly, const]

Passive Symbolic Discovery

SINDy [8] uses the PySINDy implementation with STLSQ (sequential thresholding least squares)
optimizer. The sparsity threshold is swept over a log-uniform grid from 10´7 to 1 (16 values),
and ℓ2 regularization strength α P t10´5, 10´4u. We extend the basis library beyond MDBench’s
polynomial-only setting to also search over the full expanded nonlinear library above, combined with
polynomials up to degree 4.

1https://github.com/gryaklab/mdbench
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Operon [10] uses the operator set for operon on top of implementation given in [4]. Model selection
uses minimum description length on the Pareto front.

PySR [14] uses MDBench’s implementation of PySR with multi-population evolutionary search over
expression trees, with an expanded operator set. Nested constraints prevent pathological compositions
(e.g., exppexpp¨qq), and the complexity-fitness tradeoff is scored via a Pareto fitness metric.

End2End (E2E) [28] uses the pretrained Transformer from symbolicregression, following the
implementation in [4]. We cap the input at 200 points, enable input rescaling, and refine the top 10
predicted expression trees using the model’s constant-refinement procedure.

ODEFormer [15] is run in inference mode using the pretrained checkpoint, without fine-tuning2. As
a fixed pretrained model, its internal operator vocabulary cannot be modified.

LLM-guided Symbolic Discovery

LLM-only follows the protocol from NewtonBench3, prompting GPT-4o-mini iteratively with
feedback from the previous round to guide the future equations. The LLM is implemented using a
temperature 1.0 to maximize generative diversity.

LLM-ODE [5] uses the original implementation from llm-ode with LLM-proposed structural
templates and numerical parameter optimization. The multi-island evolutionary strategy and dynamic
experience buffer are used as in the original implementation.

Active Symbolic Discovery

Query-By-Committee (QBC) [20, 22, 21] adapts QBC active learning to ODE initial condition
selection, using PySR operating on gradient-matched data, where the committee is drawn from the
Pareto front. QBC also uses the same oracle as LLM-ACES to query new initial conditions.

Bayesian Optimization (BO) combines PySR with a Gaussian process surrogate over initial condition
space. Each iteration, the GP predicts the expected value of the NMSE of the PySR fit from a candidate
IC and selects the next query using Expected Improvement (EI) from a pool of 256 uniformly sampled
ICs. After querying the oracle, PySR is refit on all accumulated data. The GP is updated with the
observed NMSE as the reward.

APPS-ODE [26] implementation uses the original grammar-RL pipeline with grammar function set
{`,´,ˆ,˜, sin, exp, poly, const}. This grammar-constrained setting reduces the symbolic search
space and therefore provides a favorable inductive bias when the target dynamics lie within or near the
supported grammar. We train APPS-ODE for 50 policy-gradient epochs, querying initial conditions
with 100 observations as given in their official repository4. Coefficients are optimized with BFGS; the
reward signal is inverse NMSE. For both datasets, trajectories are queried from fresh initial conditions
each epoch using the same oracle used for LLM-ACES.

B.3 LLM-ACES

LLM-ACES follows a closed-loop hypothesis–evaluation–acquisition framework for discovery of
dynamical systems. Instead of directly generating full symbolic equations, the language model
operates at the level of operator priors, which define structured hypothesis spaces. These priors are
instantiated, evaluated, and iteratively refined through feedback and active data acquisition.

Hypothesis Exploration. Figure 7 illustrates how LLM-ACES constructs and iteratively refines
the hypothesis space for symbolic ODE discovery. At each iteration, the LLM is conditioned on
a structured prompt that defines its role and enforces a standardized interface for prior generation.
The prompt (Figure 7) consists of four key components: (i) Specification, which formalizes the task,
system dynamics, and evaluation interface (including the objective defined via negative NMSE and
the function signature for candidate equations); (ii) Current Best Equations, which provide the current
top-performing solutions along with their scores; (iii) Failure Cases, which capture poorly performing
hypotheses to discourage ineffective operator patterns; and (iv) Existing Operator Priors, which

2https://github.com/sdascoli/odeformer
3https://github.com/HKUST-KnowComp/NewtonBench
4https://github.com/jiangnanhugo/APPS-ODE
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maintain a memory of previously discovered operator priors in an experience buffer. Conditioned
on these inputs, the LLM generates new priors, defined as operator-level templates that specify
the functional structure of candidate equations. The Output Format enforces that these operator
priors remain high-level and structured, requiring explicit operator sets per dimension, constrained
cardinality, and standardized naming, while explicitly prohibiting direct equation synthesis. This
design ensures that the LLM contributes abstract inductive biases instead of explicit solutions,
enabling controlled expansion of the hypothesis space across iterations rather than collapsing to a
narrow set of forms. The prompt shown in Figure 8 promotes diversity in hypothesis exploration. The
model is explicitly instructed to generate operators from previously unused mathematical families,
encouraging exploration of new functional regimes while avoiding redundancy with existing operator
priors. Each prior defines a constrained symbolic template over a restricted operator vocabulary,
including unary transformations such as trigonometric, exponential, polynomial, and logarithmic
functions, as well as standard binary operators. To ensure validity and numerical stability, structural
constraints are enforced during parsing. These include requiring the presence of basic arithmetic
operators (such as addition and multiplication), restricting exponentiation ranges, and filtering out
syntactically invalid or duplicate proposals. Together, these constraints produce structured and
tractable symbolic search spaces while preventing degenerate or unstable formulations. Success
cases guide exploitation, while failure cases and existing operator sets jointly shape exploration by
incorporating both negative feedback and historical priors.

Instruction

Success Cases

Failure Cases

Existing Concepts

Specification

Output Format

You are a helpful assistant, expert in 

solving Ordinary Differential Eqns.

## SPECIFICATION:

{spec_text}

## CURRENT BEST EQUATIONS:

{success cases}

## FAILURE CASES:

{failure_cases}

## EXISTING CONCEPTS:

{existing_concepts}

## TASK:

Generate ONE new equation concept 

that **exploits and refines** 

CURRENT BEST EQUATIONS. Propose a

concept that builds on 

## CURRENT BEST EQUATIONS....

dx0/dt: x0*(-3.78) + x0*(-1.33) + abs(x1 + x1*2.101)

dx1/dt: x0 - x1^2 - (x0*exp(x2-11.0) + 0.13) + 0.178

dx2/dt: x0 + (-0.872)x2+(-0.28)x2-0.074+0.071

   +log(1+x0-x1)

dx0/dt:(-5.1)x0 - (-1.23*10^-7)x1+abs(x0+x1)+(x1^2)

dx1/dt:-(x0(x2-11.3)+ x0^2*exp(x2-11.673) + x1 x 2.2)

dx2/dt: x0*x1 + log(x2+(-1.66)) + x2*(-0.051) + x2^2

"unary_0": ["abs"],
"binary_0": ["+", "^", "*"],
"unary_1": ["exp"],
"binary_1": ["-", "^", "+", "*"],
"unary_2": ["log"],
"binary_2": ["*", "^", "+"]

Find the governing equations of a 3D ODE system from observed trajectory data.
Given x_0(t), x_1(t), x_2(t), discover the right-hand side functions f1, f2, and f3 such that:

dx_0/dt = f1(x_0, x_1, x_2, params)
dx_1/dt = f2(x_0, x_1, x_2, params)
dx_2/dt = f3(x_0, x_1, x_2, params)
...

@evaluate.run

def evaluate(data: dict) -> float:
""" Evaluate the discovered ODE on observed trajectory data."""

def loss(params):

...

return -nmse # higher (less negative) is better

def equation(x0, x1, x2, t, params) -> tuple:
"""ODE right-hand side for a 3-dimensional AUTONOMOUS system.""“

...

return dx0_dt, dx1_dt, dx2_dt

Specify the mechanism, properties of equations, and reasoning.

## Rules
- Operator names must be EXACT: sin, cos, tan, exp, square, cube, inv, neg, log10, exp2
- Binary allowed: +, -, *, /, ^
- Propose 2-6 unary operators per dimension selectively.
- Prioritize operator families from ## CURRENT BEST EQUATIONS (lowest NMSE per dimension)
- Actively avoid operator families prominent in ## FAILURE CASES

...

Figure 7: Prompt example of LLM-ACES for 3D ODE discovery. The prompt includes instructions, a task
specification describing the objective, system characteristics, and data samples, as well as the target function
and required structured output format. It also shows intermediate elements such as the current best equations,
existing concepts, and failure cases. The prompts refer to operator priors as concepts.
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Hypothesis Generation. Given a set of validated operator priors, LLM-ACES instantiates each
prior as a constrained symbolic search space and performs dimension-wise regression using PySR [14].
For a d-dimensional system and K operator priors per iteration, this results in d ˆ K independent
regression problems, each restricted to the operator set defined by its corresponding prior. To ensure
fair comparison across priors, all regression tasks are executed under a fixed computational budget,
providing uniform search capacity. For symbolic regression, each operator prior set is evaluated using
PySR with 20 iterations and 15 populations. Candidate equations are assessed using normalized mean
squared error (NMSE) on validation splits. We select the best equation for each state dimension
independently by retaining the one with the best validation performance. This decoupled selection
strategy lets LLM-ACES preserve partially correct components of the system, avoiding the failure
mode in which errors in other dimensions discard accurate sub-dynamics. LLM-ACES is instantiated
with GPT-4o-mini and Qwen3-32B, with Qwen3-32B served via Modal and DeepInfra, and GPT
accessed through the OpenAI API. LLM-ACES runs PySR for 20 iterations for each operator set
generated by the LLM. Each run consists of 10 rounds of LLM calls with up to three operator sets
generated per iteration at a sampling temperature of 0.8, balancing exploration of novel functional
forms with exploitation of prior structural knowledge.

Hypothesis Exploration

You are helping with scientific equation discovery for ordinary differential equations.

## SPECIFICATION:
{spec_text}

## CURRENT BEST EQUATIONS:
{success cases}

## EXISTING CONCEPTS:
{existing_concepts}

## TASK:

Generate ONE new equation concept whose unary operators come from a DIFFERENT mathematical family than 
any concept listed above.

Operator families for reference:
- Trigonometric: sin, cos, tan
- Exponential/logarithmic: exp, exp2, log, log2, log10
- Power/polynomial: square, cube, sqrt, cbrt
- Hyperbolic: tanh, sinh, cosh
- Misc: abs, inv, neg

Rules:
- Do NOT reorder or rename operators from an existing concept
- Choose at least 2 operators from a family not yet represented in the existing concepts above.
- If you have no genuinely new concept to offer, respond with exactly: {concept_stop_token}
- Propose EXACTLY ONE concept defining how the right-hand side of each equation
  ({dim_description}) is constructed in terms of:
    - types of operators used
    - how those operators are combined (structure)
    - an abstract description of the resulting dynamics
      ......

### Output Format

{dim_blocks}
mechanism: <string> # 4-8 words describing the formulation
properties: <string> # 4-8 words describing behavior
reasoning: <1-3 sentences explaining why this concept is different and what new functional space it 
explores>
{dim_operator_blocks}

Figure 8: Prompt example of LLM-ACES for hypothesis exploration. The prompt specifies the task
specification, current best equations, existing operator set, and instructs the model to generate a new equation
operator prior. This prompt enhances the diversity of operators.

Data Acquisition via Active Experiment Selection. To address the fundamental limitation of
static datasets, LLM-ACES incorporates an active learning mechanism that expands the dataset in
regions where current hypotheses disagree. A pool of candidate initial conditions is sampled from
predefined bounds, and for each candidate, the learned equation systems are simulated forward using
short-horizon numerical integration (e.g., forward Euler with fixed step size). At each round, the
acquisition committee consists of the candidate systems fitted in that round. We sample a pool of 256
feasible initial conditions and evaluate the predictive-divergence score at three randomly selected
conditions, followed by seven conditions selected using Gaussian-process UCB. The score is the
median normalized pairwise discrepancy among finite candidate rollouts, as defined in Eq. 4. The
highest-scoring evaluated initial condition is queried through the oracle. For each selected initial
condition, trajectories are generated using the LSODA solver over 20 uniformly spaced time points
in the interval t P r0, 1s. The selected initial conditions are then queried through a ground-truth ODE
oracle, producing new trajectory data. Newly acquired samples are incorporated into the dataset via
interleaved splitting, where even-indexed samples are assigned to the training set and odd-indexed
samples to the validation set. Starting with the initial 20 data points, each of the ten acquisition
steps contributes 10 training and 10 validation samples, ensuring balanced and incremental data
augmentation.

26



Feedback-Driven Refinement. LLM-ACES maintains a feedback-driven memory that aggregates
information from prior iterations. Candidate equations are ranked per dimension based on validation
performance. High-performing equations are abstracted into positive exemplars (top 2 candidates),
while the worst-performing two candidates are recorded as failure cases. These summaries are
injected into subsequent prompts, guiding the language model toward effective structural motifs and
away from previously unproductive operator combinations. The exploration–exploitation balance
is further controlled by varying prompts across iterations, alternating between refining promising
operator families and exploring novel structures.

C Additional Results
C.1 Distributional Analysis Across Benchmark Systems
Figures 9 and 10 illustrate the distribution of reconstruction, generalization, and extrapolation NMSE,
together with expression complexity, across all systems in ODEBench and ODEBase. Across both
benchmarks, LLM-ACES exhibits error distributions that are consistently shifted toward lower
values, demonstrating that its improvements are not driven by a few favorable systems but are
observed broadly across the benchmarks. In particular, the first and third quartiles (Q1–Q3) of
LLM-ACES are substantially lower than those of competing approaches across reconstruction,
generalization, and extrapolation settings, indicating that the majority of systems benefit from the
proposed framework. Among the baselines, Bayesian optimization is the strongest competitor,
although its interquartile ranges are generally wider and shifted toward higher errors, especially
under distribution shift. Passive symbolic regression methods exhibit even larger quartiles centered
around higher NMSE values, reflecting limited robustness beyond the training trajectories. From the
perspective of expression complexity, LLM-ACES maintains relatively compact equations with a
comparatively narrow interquartile range, whereas QBC and E2E often produce considerably more
complex expressions and exhibit much greater variability. The consistency of these trends across
both ODEBench and ODEBase highlights the robustness of LLM-ACES across datasets, system
dimensions, and evaluation settings.
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Figure 9: Distribution of reconstruction, generalization, extrapolation NMSE, and expression complexity across
methods for ODEBench datasets.
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Figure 10: Distribution of reconstruction, generalization, extrapolation NMSE, and expression complexity
across methods for ODEBase datasets.
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C.2 Role of LLMs in Search-Space Design

At each iteration, LLM-ACES restricts the symbolic regression backend to an operator set proposed
by the LLM. We evaluate whether the resulting gains stem from LLM-guided, context-dependent
search-space design rather than from search-space restriction alone. Across three controlled variants,
we hold the remainder of the pipeline fixed, including candidate fitting, initial-condition acquisition,
re-scoring, and the overall query budget, and vary only the mechanism used to construct the operator
set. The controls isolate the contribution of LLM guidance from the effects of simple restriction.

Effect of operator-space restriction. We constructed a privileged oracle-informed operator library
from the union of ground-truth operator families appearing across the benchmark: polynomial,
sin, cos, exp, and log. This setting provides substantially stronger prior information than would be
available in a realistic discovery scenario and isolates the effect of restricting the symbolic search
space. Table 10 compares standard symbolic-regression baselines under their default operator sets
and the oracle-informed library. The effect of restriction is limited and inconsistent across methods:
PySR improves by approximately 18%, Operon remains nearly unchanged, and SINDy degrades.
Despite access to the ground-truth operator families, all three baselines remain more than ten orders
of magnitude above LLM-ACES in reconstruction NMSE. These results indicate that static restriction
of the operator space is insufficient to account for the performance of LLM-ACES.

Table 10: Median reconstruction NMSE (lower is better) under the default operator set versus an oracle-
informed library containing the ground-truth operator families.

Method Full set Oracle-informed set

SINDy 5.07 ˆ 10´4 6.23 ˆ 10´4

PySR 2.84 ˆ 10´3 2.34 ˆ 10´3

Operon 7.95 ˆ 10´5 7.73 ˆ 10´5

LLM-ACES (ours) 1.33 ˆ 10´17

Oracle-informed selection within LLM-ACES. We further isolated operator selection within
the LLM-ACES pipeline by replacing the LLM with the same oracle-informed operator library
while leaving all remaining components unchanged, evaluated on a fixed subset of 15 systems,
comprising five systems each from the 1D, 2D, and 3D benchmarks (same as Section 4.4). The oracle-
informed variant is consistently outperformed by LLM-ACES across reconstruction, generalization,
and extrapolation prediction (Table 11). Access to the correct operator families in aggregate therefore
does not reproduce the benefit of LLM guidance. The relevant distinction is the selection of an
operator subspace conditioned on the current system and search state, rather than the availability of a
globally correct operator library.

Table 11: LLM-ACES versus an oracle-informed-library variant of the same pipeline, on the 15-system subset.
We report the Median NMSE values.

Variant Recon. NMSE Gen. NMSE Ext. NMSE

Oracle-informed LLM-ACES 2.53 ˆ 10´18 2.12 ˆ 10´17 1.02 ˆ 10´17

LLM-ACES (ours) 4.01 ˆ 10´19 7.39 ˆ 10´18 2.29 ˆ 10´18

Adaptive non-LLM operator selection. We designed an Operator Bandit (OB) using independent
UCB1 bandits over the unary and binary operators available to LLM-ACES. At each iteration, the
operator set is formed from operators with the highest UCB scores, balancing empirical reward
and exploration. PySR performs symbolic search within the selected operator set, and the resulting
validation score is propagated to the selected operators through semi-bandit credit assignment. The
reward is defined as 1{p1`NMSEvalq, with zero reward assigned to failed searches. The downstream
search procedure and computational budget remain matched to LLM-ACES. Table 12 shows that
LLM-ACES outperforms both baselines across all three metrics on the subset of 15 datasets. OB also
underperforms the fixed oracle-informed variant, indicating that generic adaptation based on scalar
validation feedback does not recover the gains of LLM-guided selection. The distinction is therefore
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not adaptivity alone, but adaptation conditioned on the current candidate equations and accumulated
search context.

Table 12: LLM-guided operator selection versus a non-LLM adaptive selector and the fixed oracle-informed
library, on the 15-system subset under a matched downstream pipeline and budget. We report the Median NMSE
values.

Variant Recon. NMSE Gen. NMSE Ext. NMSE

Oracle-informed (fixed, non-adaptive) 2.53 ˆ 10´18 2.12 ˆ 10´17 1.02 ˆ 10´17

Operator Bandit (adaptive, non-LLM) 7.67 ˆ 10´17 2.70 ˆ 10´17 6.40 ˆ 10´17

LLM-ACES (ours) 4.01 ˆ 10´19 7.39 ˆ 10´18 2.29 ˆ 10´18

C.3 Hyperparameter Sensitivity

Number of acquisition rounds (T ). The acquisition budget determines the number of trajectories
that can be queried from the oracle while maintaining the overall number of samples (see Table 13).
Since the intended setting assumes costly experiments, performance at small T is particularly relevant.
We evaluate T P t1, 2, 5, 10u (each setting is trained on the same number of data points) on the
fixed 15-system subset, with T“10 used as the default. Performance improves substantially as
the acquisition budget increases, with reconstruction NMSE decreasing monotonically across the
sweep. Importantly, strong performance is already obtained with a single acquisition round. At
T“1, LLM-ACES achieves errors substantially below the full-budget baselines reported in the main
evaluation, demonstrating that its gains persist in the low-query regime. Additional acquisitions
further refine the candidate hypotheses, yielding the strongest reconstruction, generalization, and
extrapolation performance at the default budget of T“10.

Table 13: Performance of LLM-ACES as a function of the acquisition budget T . We report the Median NMSE
values.

T Recon. NMSE Gen. NMSE Ext. NMSE

1 1.79 ˆ 10´16 8.07 ˆ 10´15 8.18 ˆ 10´14

2 3.40 ˆ 10´17 1.41 ˆ 10´15 6.84 ˆ 10´16

5 2.35 ˆ 10´17 1.69 ˆ 10´16 6.89 ˆ 10´16

10 4.01 ˆ 10´19 7.39 ˆ 10´18 2.29 ˆ 10´18

Number of priors per round (K). The parameter K determines the number of operator hypotheses
generated and fitted at each round. We evaluate K P t1, 3, 10u with T“10 fixed. Increasing K
consistently improves performance across all three metrics. The largest qualitative change occurs
between K“1 and K“3: with a single candidate prior, the population cannot provide a meaningful
cross-hypothesis disagreement signal for active acquisition, whereas multiple priors support both
broader symbolic search and hypothesis-driven experiment selection. Increasing K to 10 yields
effectively exact recovery on this subset; however, the computational cost increases significantly as
compared to the K “ 3 setting.

Table 14: Effect of the number of operator priors per round, K. We report the Median NMSE values.

K Recon. NMSE Gen. NMSE Ext. NMSE

1 7.40 ˆ 10´16 7.88 ˆ 10´13 1.32 ˆ 10´10

3 4.01 ˆ 10´19 7.39 ˆ 10´18 2.29 ˆ 10´18

10 7.12 ˆ 10´33 8.03 ˆ 10´33 5.54 ˆ 10´33

Robustness to prompt variation. To study the robustness to prompt variations, we removed each
of four instructions independently: no_required_operators removes the requirement that {`, ˚}
appear in the binary operator set; no_operator_count_bound removes the constraint of 2–6 unary
operators; no_family_diversity removes the operator-family reference list and the cross-round
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diversity instruction; and no_best_equation_study removes conditioning on the operator families
present in the current best equations. Performance remains strong under all four prompt perturbations,
with every variant retaining errors in the low-NMSE regime. As Table 15 shows, LLM-ACES does
not depend critically on any single prompt instruction. All variants stay below 10´17, indicating a
strong performance over passive baselines.

Table 15: Sensitivity to prompt variations. We report the Median NMSE values.
Variant Recon. NMSE Gen. NMSE Ext. NMSE

no_required_operators 3.62 ˆ 10´19 1.44 ˆ 10´20 3.38 ˆ 10´19

no_operator_count_bound 4.45 ˆ 10´19 1.64 ˆ 10´19 7.84 ˆ 10´20

no_family_diversity 1.53 ˆ 10´19 5.61 ˆ 10´19 8.75 ˆ 10´19

no_best_equation_study 3.67 ˆ 10´21 3.56 ˆ 10´21 4.74 ˆ 10´21

Full prompt 4.01 ˆ 10´19 7.39 ˆ 10´18 2.29 ˆ 10´18

C.4 Robustness to Noise and Irregular Sampling

To assess robustness under realistic observation noise, we follow the MDBench [4] evaluation
protocol by corrupting clean trajectories at multiple SNR levels and evaluating the discovered right-
hand side functions using reconstruction NMSE, while also reporting expression complexity and
symbolic accuracy. This setup tests whether a method preserves the underlying dynamics rather than
merely fitting noisy measurements, since MDBench explicitly evaluates predictive fidelity under
varying noise conditions and penalizes overly complex symbolic forms. In addition, we follow the
ODEBench [15] sampling protocol by varying the observation subsampling ratio ρ, where a fraction
of trajectory points is dropped uniformly at random, thereby measuring performance under both dense
and sparse temporal observations. As shown in Figure 11, across SNR levels and sampling regimes,
LLM-ACES achieves consistently stronger reconstruction accuracy than SINDy, PySR, Operon,
and ODEFormer, indicating that its generated hypotheses remain stable even when the observed
trajectories are noisy or partially sampled. Importantly, this improvement is obtained without a
corresponding explosion in expression complexity, suggesting that LLM-ACES discovers more
robust equation structures rather than relying on unnecessarily long symbolic expressions. Overall,
these results show that LLM-ACES offers a favorable robustness–parsimony trade-off compared to
existing baselines, with particularly clear gains in degraded observation settings where conventional
symbolic regression and sparse-regression methods become less reliable.
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Figure 11: Evaluation under noisy observations. The complexity and symbolic accuracy results are for the
ρ “ 0.0 setting.

C.5 Full-system Recovery

While Symbolic Accuracy (SA) measures recovery at the level of individual component equations, it
can assign partial credit to a multi-dimensional system whose dynamics are only partially recovered.
We therefore additionally evaluate binary full-system recovery. As shown in Table 16, LLM-ACES
recovers 38/63 complete systems, compared with 28/63 for the strongest baseline, BO. It leads on 1D
(11 vs. 8) and 2D systems (20 vs. 14) and also exceeds BO on 3D/4D systems (7 vs. 6). Comparing
BO with PySR, which share the same regression backend, shows how much actively acquired data
contributes; LLM-ACES adds LLM-induced hypothesis spaces and disagreement-driven acquisition
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on top, giving the highest recovery. Because this metric gives no credit to partial recovery, these
results show that LLM-ACES’s lower NMSE is accompanied by more complete recovery of the
governing equations, rather than only more accurate trajectory fitting.

Table 16: Binary full-system recovery across ODEBench (63 systems). A system counts as recovered only
when every component equation matches the ground-truth structure under the symbolic-accuracy protocol.

Method 1D 2D 3D/4D Total

PySR 1 1 0 2
ODEFormer 2 3 0 5
Operon 2 0 0 2
SINDy 3 3 0 6
LLM-ODE 4 2 0 6
BO 8 14 6 28

LLM-ACES (GPT) 11 20 7 38

C.6 Robustness to the internal validation protocol.

During closed-loop discovery, LLM-ACES uses a validation split only to score and select among
candidate equations; the reconstruction, generalization, and extrapolation test sets are fixed and never
enter the loop. By default, each queried trajectory is split by interleaving, with alternate time points
assigned to training and validation. To test whether this choice affects which equations are selected,
we rerun LLM-ACES on all 63 ODEBench systems under two alternative protocols: (i) held-out IC
validation, where candidates are validated on oracle trajectories from two fixed initial conditions
that are never used for training, and (ii) temporal validation, where the first half of each trajectory is
used for training and the second half for validation, so that candidates are selected by how well they
extrapolate forward in time. Table 17 reports median NMSE, the number of fully recovered systems,
and symbolic accuracy (SA) computed as the fraction of correctly recovered component equations
within each system, averaged across systems. The results are stable across protocols: median NMSE
remains below 10´15 on all three test sets, full-system recovery ranges from 37/63 to 43/63, and SA
ranges from 66.1% to 73.7%. Held-out IC validation, which is independent of the training trajectories,
yields the highest recovery and SA, indicating that the interleaved default does not inflate symbolic
recovery. Hence, the equations selected by LLM-ACES perform consistently better than the baselines
shown in Table 2 and the resulting NMSE and symbolic-recovery conclusions are not too sensitive to
the validation protocol.

Table 17: LLM-ACES on ODEBench (63 systems) under three internal validation protocols. NMSE is the
median over systems on the fixed reconstruction (Recon.), generalization (Gen.), and extrapolation (Ext.) test
sets. Recovered counts systems whose every equation is recovered; SA is symbolic accuracy.

Median NMSE Ó

Validation protocol Recon. Gen. Ext. Recovered Ò SA (%) Ò

Interleaved (default) 1.33 ˆ 10´17 8.28 ˆ 10´17 2.46 ˆ 10´16 38/63 70.8
Held-out IC 1.35 ˆ 10´16 7.91 ˆ 10´17 2.74 ˆ 10´16 43/63 73.7
Temporal (split halves) 1.52 ˆ 10´16 1.50 ˆ 10´16 6.27 ˆ 10´16 37/63 66.1

D Additional Analyses

D.1 Data Acquisition for Dynamical Equation Discovery

Most existing equation discovery methods operate under a static-data paradigm, implicitly assuming
that the available observations are sufficient for identifying the underlying dynamics. Yet low fitting
error alone provides no guarantee of correct structural recovery, as different equations may explain
the same observations equally well. We therefore examine the role of data acquisition in equation
discovery and demonstrate that actively selecting experiments leads to both improved predictive
performance and more faithful recovery of the true governing equations.
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Figure 12: Identifiability gap in passive equation fitting. (Left) Comparison of the ground-truth dynamics,
LLM-ACES, and passive fitting baselines. The shaded region denotes the low-x regime where passive fitting
remains visually close to the ground truth. (Right) Reconstructed equations returned by each method.

Identifiability Gap Analysis. When trajectories explore only a limited region of the state space,
structurally distinct equations may produce nearly indistinguishable observations. Figure 12 illustrates
this phenomenon using a system with dynamics 9x “ x` 0.1x3. Training data collected from a low-x
regime render the nonlinear contribution effectively invisible, causing a variety of passive methods to
recover approximately linear equations despite most of it achieving negligible fitting error. Although
these models agree within the observed region, their predictions diverge dramatically outside it.
This demonstrates an identifiability gap: the inability to distinguish competing hypotheses due to
insufficiently informative data. Importantly, the limitation arises from the observations themselves
rather than from deficiencies in the symbolic regression algorithms. Further optimization on the same
observations may not reliably distinguish competing structures when their predictions differ only
below the available observation precision.
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Figure 13: Comparison of equation recovery from a
single trajectory and multiple trajectories. Trajectory
diversity improves performance across methods.

Effect of trajectory diversity. Figure 13 ex-
amines the effect of increasing the number of
initial conditions available for equation discov-
ery while keeping the total number of observa-
tions at 100 samples. We used data from 10
different randomly sampled initial conditions to
test the multiple trajectories setting. The eval-
uation is done on the second initial condition
trajectory, which is not a part of the sampled
initial conditions (for generalization), whereas
extrapolation is on the extended time range for
the first initial condition. Replacing a single tra-
jectory with trajectories generated from multiple
randomly sampled initial conditions consistently
improves both generalization and extrapolation
performance across symbolic regression meth-
ods. These results suggest that the diversity of
trajectories provides more useful information than densely sampling a single trajectory. Nevertheless,
the trajectories are obtained passively and do not explicitly target regions that are informative for
distinguishing among candidate equations. As a result, improvements are limited by the coverage
achieved through random sampling.

Effect of acquisition strategy. Figure 14 shows that the method used to select trajectories has a
much larger impact than simply increasing their number. Single-trajectory datasets provide only local
information, whereas data from multiple initial conditions improve coverage without explicitly target-
ing unresolved uncertainties. Approaches such as Bayesian optimization and query-by-committee
(QBC) aim to guide experimentation using uncertainty estimates. Rather than seeking merely un-
certain regions, predictive divergence actively searches for experiments that discriminate between
alternative explanations. Across ODEBench datasets, this strategy consistently achieves the lowest
generalization error, compared with both passive baselines and existing active acquisition schemes.
These results suggest that the central challenge in equation discovery is not obtaining more data,
but obtaining the right data. Symbolic hypotheses should therefore guide the collection of new
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trajectories, transforming equation discovery from a passive fitting problem into an iterative process
of hypothesis generation and experimental design.
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Figure 14: Comparison of different trajectory acquisition strategies for PySR on 1D, 2D, and 3D
ODEBench datasets. Selecting trajectories based on predictive divergence consistently achieves the lowest
NMSE.

D.2 Wall-Clock and Compute Analysis

LLM-ACES incurs additional computation relative to passive symbolic regression because each
acquisition round searches multiple LLM-induced hypothesis spaces and evaluates their disagreement
before acquiring new evidence. We therefore evaluate whether its performance gains can be explained
simply by allocating more computation to symbolic search. We consider the compute-efficient
T“1 configuration of LLM-ACES, which requires 250.5 seconds using 60 PySR iterations and
only three LLM calls (per dimension), and increase its symbolic-regression backend, PySR, beyond
this wall-clock budget. Table 18 shows that additional passive search compute does not close the
performance gap. Increasing PySR from its standard search budget to 500 and 750 iterations raises its
wall-clock time to 327.3 and 624.9 seconds (per dimension), respectively, both exceeding the 250.5
seconds required by LLM-ACES (T“1). Nevertheless, more PySR iterations do not guarantee an
improvement in performance, as its reconstruction NMSE remains on the order of 10´3, compared
with 1.79ˆ10´16 for LLM-ACES. Even the 750-iteration PySR run therefore uses approximately
2.5ˆ more wall-clock time while remaining roughly 13 orders of magnitude worse in NMSE. LLM-
ACES also requires substantially less wall-clock time than LLM-ODE that runs for 1000 calls to
generate 1000 candidates despite achieving considerably lower error.

Table 18: Compute-controlled wall-clock comparison.

Method NMSE Time (s) Configuration

PySR 2.85ˆ10´3 327.3 500 iter.
PySR 2.12ˆ10´3 624.9 750 iter.
LLM-ODE 3.82ˆ10´5 1683.0 „1K LLM calls

LLM-ACES (T“1) 1.79ˆ10´16 250.5 60 iter. + 3 LLM calls

D.3 Qualitative Analysis

We provide qualitative visualizations for a representative trajectory from each ODE in Figure 15 for
ODEBench and Figure 16 for ODEBase. For each system, we overlay the trajectory generated by
LLM-ACES’s predicted equation onto the corresponding ground-truth trajectory for comparison.
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Figure 15: Predictions of LLM-ACES (indicated in bold) and the ground-truth equations for all systems in
ODEBench for the first set of initial conditions.
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Figure 16: Predictions of LLM-ACES (indicated in bold) and the ground-truth equations for all ODEBase
systems for the first set of initial conditions.
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1. Claims
Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?
Answer: [Yes]
Justification: The abstract and introduction outline the key problem addressed, the proposed
method, contributions, and a summary of the experimental findings.
Guidelines:

• The answer [N/A] means that the abstract and introduction do not include the claims
made in the paper.

• The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A [No] or
[N/A] answer to this question will not be perceived well by the reviewers.

• The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

• It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]
Justification: We explicitly discuss the limitations of LLM-ACES following the Conclusion.
Guidelines:

• The answer [N/A] means that the paper has no limitation while the answer [No] means
that the paper has limitations, but those are not discussed in the paper.

• The authors are encouraged to create a separate “Limitations” section in their paper.
• The paper should point out any strong assumptions and how robust the results are to

violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

• The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

• The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

• The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

• If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

• While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs
Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?
Answer: [N/A]
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Justification: The paper does not introduce formal theoretical results, theorems, or con-
vergence guarantees requiring proofs. Its contributions are algorithmic and are evaluated
empirically through benchmark experiments, ablations, sensitivity analyses, and robustness
studies.

Guidelines:

• The answer [N/A] means that the paper does not include theoretical results.
• All the theorems, formulas, and proofs in the paper should be numbered and cross-

referenced.
• All assumptions should be clearly stated or referenced in the statement of any theorems.
• The proofs can either appear in the main paper or the supplemental material, but if

they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

• Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

• Theorems and Lemmas that the proof relies upon should be properly referenced.

4. Experimental result reproducibility
Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: The paper specifies the complete LLM-ACES procedure, acquisition objective,
evaluation protocol, benchmark setup, baseline configurations, and principal hyperparame-
ters in the main text and Appendix B. We additionally provide the implementation needed
to reproduce the reported experiments through the code repository linked in the paper.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• If the paper includes experiments, a [No] answer to this question will not be perceived

well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

• If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

• Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

• While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how

to reproduce that algorithm.
(b) If the contribution is primarily a new model architecture, the paper should describe

the architecture clearly and fully.
(c) If the contribution is a new model (e.g., a large language model), then there should

either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
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some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code
Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in the supplemental
material?

Answer: [Yes]

Justification: All experiments use publicly available ODEBench and ODEBase benchmarks,
and the implementation of LLM-ACES is released through the repository linked in the paper.

Guidelines:

• The answer [N/A] means that paper does not include experiments requiring code.
• Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

• While we encourage the release of code and data, we understand that this might not
be possible, so [No] is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

• The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

• The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

• The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

• At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

• Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLs to data and code is permitted.

6. Experimental setting/details
Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer:[Yes]

Justification: We provide detailed descriptions of the experimental setup and hyperparameter
settings in Section 3.1 and Appendix B to support reproducibility.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The experimental setting should be presented in the core of the paper to a level of detail

that is necessary to appreciate the results and make sense of them.
• The full details can be provided either with the code, in appendix, or as supplemental

material.

7. Experiment statistical significance
Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [No]

Justification: Due to the substantial computational cost of symbolic and LLM-based dis-
covery, we perform one run per dynamical system and therefore do not report seed-level
confidence intervals or formal significance tests. Instead, we report medians and distribu-
tional statistics, including quartiles across benchmark systems, in Appendix C to characterize
the consistency and variability of performance.
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• The answer [N/A] means that the paper does not include experiments.
• The authors should answer [Yes] if the results are accompanied by error bars, confidence

intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.

• The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

• The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

• The assumptions made should be given (e.g., Normally distributed errors).
• It should be clear whether the error bar is the standard deviation or the standard error

of the mean.
• It is OK to report 1-sigma error bars, but one should state it. The authors should

preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

• For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

• If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources
Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?
Answer: [Yes]
Justification: Appendix B reports the computational environment used for the experiments,
including CPU and GPU hardware, available memory, per-dataset computational limits, and
the hosted services used for LLM inference. Additionally, Appendix D.2 reports wall-clock
time for a representative configuration.
Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The paper should indicate the type of compute workers CPU or GPU, internal cluster,

or cloud provider, including relevant memory and storage.
• The paper should provide the amount of compute required for each of the individual

experimental runs as well as estimate the total compute.
• The paper should disclose whether the full research project required more compute

than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

9. Code of ethics
Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?
Answer: [Yes]
Justification: The research conforms to the NeurIPS Code of Ethics. The experiments use
established scientific benchmarks and computational or simulated dynamical systems, and
do not involve private personal data, human-subject experimentation, or other sensitive data
collection.
Guidelines:

• The answer [N/A] means that the authors have not reviewed the NeurIPS Code of
Ethics.

• If the authors answer [No], they should explain the special circumstances that require a
deviation from the Code of Ethics.

• The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).
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10. Broader impacts
Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?
Answer: [Yes]
Justification: We provide an impact statement discussing the societal impacts of the work in
detail.
Guidelines:

• The answer [N/A] means that there is no societal impact of the work performed.
• If the authors answer [N/A] or [No], they should explain why their work has no societal

impact or why the paper does not address societal impact.
• Examples of negative societal impacts include potential malicious or unintended uses

(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

• The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

• The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

• If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

11. Safeguards
Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?
Answer: [N/A]
Justification: The paper poses no such risks.
Guidelines:

• The answer [N/A] means that the paper poses no such risks.
• Released models that have a high risk for misuse or dual-use should be released with

necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

• Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

• We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

12. Licenses for existing assets
Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?
Answer: [Yes]
Justification: We have appropriately cited all relevant prior work, including their code
repositories, and properly credited the creators of any code, data, and models used.
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Guidelines:
• The answer [N/A] means that the paper does not use existing assets.
• The authors should cite the original paper that produced the code package or dataset.
• The authors should state which version of the asset is used and, if possible, include a

URL.
• The name of the license (e.g., CC-BY 4.0) should be included for each asset.
• For scraped data from a particular source (e.g., website), the copyright and terms of

service of that source should be provided.
• If assets are released, the license, copyright information, and terms of use in the

package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

• For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

• If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

13. New assets
Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?
Answer: [Yes]
Justification: We release the LLM-ACES code in the linked repository.
Guidelines:

• The answer [N/A] means that the paper does not release new assets.
• Researchers should communicate the details of the dataset/code/model as part of their

submissions via structured templates. This includes details about training, license,
limitations, etc.

• The paper should discuss whether and how consent was obtained from people whose
asset is used.

• At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.

14. Crowdsourcing and research with human subjects
Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?
Answer: [N/A]
Justification: This paper does not involve crowdsourcing or research with human subjects.
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

• According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

15. Institutional review board (IRB) approvals or equivalent for research with human
subjects
Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?
Answer: [N/A]
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Justification: This paper does not involve any research with human subjects.
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

• We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

• For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLM usage
Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.
Answer: [Yes]
Justification: The paper clearly describes the use of LLMs as a core component of the
method, specifically for generating structured operator priors and guiding the hypothesis
space in the closed-loop discovery process along with using it as a judge for calculating
symbolic accuracy.
Guidelines:

• The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

• Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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