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Abstract

Scientific discovery is a closed-loop process where hypotheses guide data acqui-
sition and observations refine the hypothesis space. Yet most approaches reduce
discovery to supervised learning over fixed datasets, where limited observations
can support multiple plausible mechanisms that fit locally but fail to generalize.
Thus, the key challenge is selecting informative observations to resolve uncer-
tainty, shifting the focus from static inference to adaptive data acquisition. To
address this, we propose LLM-AutoSciLab, a closed-loop framework that cou-
ples hypothesis generation with hypothesis-conditioned experiment selection and
mechanism refinement. Rather than fitting models to passively collected data,
LLM-AutoSciLab iteratively proposes plausible hypotheses, selects informative
experiments to distinguish or refine them, and updates its state using the result-
ing evidence. To evaluate dynamic, closed-loop scientific discovery with active
data acquisition beyond existing known-variable equation recovery, we introduce
ActiveSciBench, comprising two datasets: (i) ActiveSciBench-Chem (57 enzyme-
kinetics tasks) and (ii) ActiveSciBench-GRN (45 gene-regulatory-network tasks),
that model discovery as a budget-constrained process requiring adaptive experi-
ment design, variable selection, and recovery of true mechanisms. Across New-
tonBench, ActiveSciBench-Chem, and ActiveSciBench-GRN, LLM-AutoSciLab
outperforms prior methods, achieving 67.6% and 35.1% symbolic accuracy on
NewtonBench and ActiveSciBench-Chem, respectively, and 31.1% exact graph
recovery on ActiveSciBench-GRN. Moreover, comparison methods require 1.3–
7.4× as many oracle queries to match LLM-AutoSciLab’s fixed-budget recovery.1

1 Introduction

Discovering governing mechanisms underlying physical systems remains a central challenge in
science [47, 37]. Recent advances in large language models (LLMs) have enabled scientific agents
that leverage pretrained knowledge, reasoning, and tool use to generate hypotheses, search over
candidate models, and interpret observed data [48, 5, 40]. However, existing methods treat scientific
discovery as static, supervised inference on fixed datasets [14, 44], searching for hypotheses that
best fit a limited set of observations. This static formulation creates a fundamental identifiability
bottleneck: multiple hypotheses can fit the observed data equally well yet diverge under unseen
conditions, preventing reliable recovery of the true underlying law [27]. Scientific discovery is instead
inherently a closed loop, with hypotheses guiding experiments and observations refining subsequent
hypotheses [9]. Crucially, informative experiments can deliberately induce conditions under which
competing explanations make divergent predictions, exposing mechanistic distinctions that limited or
biased observations cannot resolve [8, 36].
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Figure 1: Overview of LLM-AutoSciLab. (A) An LLM generates candidate hypotheses from observations
and memory. (B) Experiments are actively selected in regions of maximal disagreement with the hypothesis.
(C) Candidates are iteratively refined via domain-specific optimization (e.g., parameter fitting and constraint
enforcement), with confidence-based feedback guiding updates.

Recent self-driving laboratories increasingly automate parts of this loop, including experimen-
tal optimization, intervention selection, hypothesis generation, and laboratory-in-the-loop refine-
ment [32, 29, 16]. However, they still require substantial human effort to formulate and refine
hypotheses. Classical active learning selects observations to reduce predictive uncertainty, while
Bayesian experimental design can discriminate among competing models through expected utility,
but both typically assume that the relevant model or candidate space is known and specified in
advance. This creates a central bottleneck for mechanism discovery, since the hypothesis space is
itself unknown and must be expanded or revised as evidence accumulates, rather than merely selected
within a fixed set of candidates. To address this gap, we propose LLM-AutoSciLab, a closed-loop
framework that models scientific discovery as active hypothesis-conditioned experiment design rather
than passive regression over fixed datasets (Table 1). Unlike classical approaches which optimize
acquisition within a predefined hypothesis space, LLM-AutoSciLab jointly evolves the mechanism
space and selects experiments that refine it through feedback. At iteration t, LLM-AutoSciLab
constructs a diverse set of structured mechanisms from accumulated evidence and identifies experi-
mental regions where their predictions diverge. LLM-AutoSciLab selects new experiments using a
hypothesis-conditioned acquisition objective that directly targets these disagreements, prioritizing
observations that are most informative for distinguishing among competing laws (Figure 1). Each
new observation is then used to eliminate, refine, or restructure the hypothesis set, which in turn
determines the next experiment. This creates a tight feedback loop between what mechanisms are
currently plausible and what evidence should be collected next, allowing each query to be spent on
resolving the ambiguities that prevent identification of the underlying law. By explicitly optimizing
experiments for mechanism disambiguation, LLM-AutoSciLab enables sample-efficient law recovery
under constrained experimental budgets.

Existing benchmarks [52, 11, 50] enable sequential experimentation but remain largely equation-
centric and do not capture the full challenge of active mechanism discovery (see Table 2). In
particular, they alter canonical physical laws, producing governing equations that depart from real-
world physics and may be physically implausible by design. Scientific discovery, however, extends
beyond recovering equations and requires an agent to determine what evidence to acquire, identify
which variables or interactions are mechanistically relevant, and recover the underlying scientific
structure under a finite experimental budget. ActiveSciBench targets this broader notion of discovery
through scientifically grounded systems. It provides budget-limited oracle access while withholding
the relevant variables, requiring agents to jointly determine what to measure, what matters, and what
mechanism explains the observations. ActiveSciBench-Chem requires recovery of enzyme-kinetic
mechanisms from actively selected reaction conditions in the presence of distractor variables, whereas
ActiveSciBench-GRN requires intervention-driven recovery of directed, signed regulatory structure
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from perturbation responses. Together, they extend active scientific-discovery evaluation beyond
symbolic equation fitting to heterogeneous mechanism discovery under constrained budgets. We
evaluate LLM-AutoSciLab using GPT-4o-mini and Qwen-3-4B/14B/32B, demonstrating that it
discovers governing mechanisms faster across settings. Our main contributions are:

• We introduce LLM-AutoSciLab, a closed-loop scientific discovery framework coupling LLM-
guided hypothesis generation and refinement with hypothesis-conditioned experiment design.

• We introduce ActiveSciBench, a benchmark suite for active mechanism discovery in scientifically
grounded systems, with budget-limited oracle access and hidden variable selection.

• We propose a hypothesis-conditioned acquisition strategy that selects experiments maximizing
disagreement among competing hypotheses, improving sample efficiency under fixed budgets.

• We show that LLM-AutoSciLab outperforms prior methods across benchmarks, achieving up to
67.6% symbolic accuracy and 31.1% exact graph recovery; comparison methods require 1.3–7.4×
as many oracle queries to match its fixed-budget recovery. Ablations confirm the importance of
each component.

Table 1: Comparison of scientific discovery frameworks across key design dimensions.

Method / Framework Experimental Feedback-driven Closed-Loop Representation Primary
Design Refinement Discovery Agnostic Output

Passive law discovery [47, 14] ✗ ✗ ✗ ✗ Equation
LLM-guided equation discovery [44, 7] ✗ ✓ ✗ ✗ Equation
General experiment design [36] ✓ ✓ ✗ ✗ Query policy
Domain-specific adaptive discovery [32, 6] ✓ ✓ ✗ ✗ Optimized condition
Self-driving laboratories [3, 33] ✓ ✓ ✓ ✗ Domain objective
Interpretable SDLs [16, 31] ✓ ✓ ✓ ✗ Equation / model
Biological network inference [38, 43] ✗ ✓ ✗ ✗ Causal graph

LLM-AutoSciLab (Ours) ✓ ✓ ✓ ✓ Open-ended mechanism

2 Related Work

LLMs for Scientific Discovery. LLMs have shown strong potential for scientific discovery through
hypothesis generation and refinement [54, 26, 20], data-driven analysis [34, 40, 4], and equation
discovery [44, 21, 7, 51]. LLM-guided search has also been applied across chemistry [49], materials
discovery [1, 17], and program synthesis [41]. These systems demonstrate the ability of LLMs to
propose and refine scientific explanations across diverse representations. However, the scientific
evidence available to the agent is often fixed or externally provided, leaving experiment selection
outside the loop. LLM-AutoSciLab instead uses explicit mechanism hypotheses not only as objects
of reasoning, but also as the basis for deciding what evidence should be acquired next.

Experiment Design for Scientific Discovery. Experimental design formalizes discovery as se-
lecting measurements or interventions that are informative about an unknown system under limited
budgets [36], with applications across materials and process optimization [32, 29], drug and molecular
discovery [6, 30], genomics and perturbation screening [24, 39], and applied physics [35]. Self-
driving laboratories extend this paradigm to physical closed-loop platforms by coupling adaptive
decision-making with automated experimentation [3, 33]. Recent work increasingly automates
experiment selection [16], and integrates LLMs for biological perturbation design [42] along with
iterative hypothesis refinement from laboratory feedback [19]. [13] uses LLM-derived beliefs within
sequential Bayesian experimental design to actively gather informative evidence, whereas [27, 2],
explore this setting for differential equations. LLM-AutoSciLab instead operationalizes discovery
through an explicit population of competing mechanisms whose predictive disagreement directly
determines where to experiment next, coupling hypothesis generation, mechanism discrimination,
and revision within a single loop.

Benchmarks for Scientific Discovery. Existing discovery benchmarks, including classical [47, 14],
and recent ones targeting memorization resistance and distribution shift [45, 28], largely evaluate
offline recovery from fixed observations with supplied variables and equation-based targets. Recent
interactive benchmarks move toward sequential discovery: BoxingGym couples model proposal
with experimentation, while PhysGym, NewtonBench, and DiscoverPhysics evaluate discovery
through interactive physics environments [18, 11, 52, 50]. These datasets deliberately alter canonical
physical laws to create counterfactual laws, emphasizing recovery of unfamiliar governing laws rather
than scientifically grounded mechanisms. In contrast, ActiveSciBench evaluates active mechanism
discovery in scientifically grounded biochemical and gene-regulatory systems, requiring agents to
identify relevant variables, design informative experiments, and recover either functional laws or
directed, signed regulatory structure under a fixed budget.
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Table 2: Comparison of scientific discovery benchmarks across key properties.

Benchmark / Suite Active Perturbational / Physical Variable Memorization Discovery
Exploration Interventional Grounding Selection Free Target

Passive law benchmarks [47, 14] ✗ ✗ ✓ ✗ ✗ Closed-form law
LLM equation benchmarks [45] ✗ ✗ ✗ ✗ ✓ Out-of-Distribution
Interactive law discovery [52] ✓ ✗ ✗ ✗ ✓ Counterfactual law
Dynamical-system benchmarks [46, 15] ✗ ✗ ✓ ✗ ✓ Dynamical behavior
Optimization benchmarks [22] ✓ ✓ ✓ ✗ ✓ Condition optimization
Causal perturbation benchmarks [12] ✗ ✓ ✓ ✗ ✓ Causal structure
GRN inference benchmarks [38, 43] ✗ ✓ ✓ ✗ ✓ GRN inference

ActiveSciBench (Ours) ✓ ✓ ✓ ✓ ✓ Active mechanism discovery

3 LLM-AutoSciLab Method
We instantiate LLM-AutoSciLab as an iterative algorithm over a dynamically maintained hypothesis
set. At each iteration, candidate mechanisms are constructed as competing hypotheses that remain
consistent with the current evidence, and the next experiment is selected by maximizing their expected
disagreement under the available experimental budget. The resulting observation is first evaluated
against the candidate predictions, then incorporated by refitting each hypothesis on the augmented
dataset, computing its empirical loss, and filtering the hypothesis set to retain mechanisms supported
by the new evidence while eliminating those that are falsified or unstable.

3.1 Problem Formulation

Algorithm 1 LLM-AutoSciLab

Require: Oracle O, Dataset D, Budget B, State St,
Search Region R, Memory E , LLM πθ, Hypoth-
esis Set Ht, Confidence Threshold τconf , Confi-
dence Score ct
# Initialize data and experience buffer

1: D0, c0, E0 ← ∅, 0, InitMemory()
2: for t = 0, . . . , B − 1 do
3: St ← (Dt, Et,Ht)

# Propose hypotheses and search regions
4: Ht,Rt ← GenHyp(πlarge

θ , πsmall
θ , St)

# Select acquisition mode
5: if ct < τconf then
6: mode← Disambiguate
7: ∆t ← Disagree(Ht,Dt)
8: else
9: mode← Refine

10: ∆t ← ∅
11: end if

# Acquire new experiment
12: xt+1 ← Acquire(Dt,Ht,Rt, mode,∆t)
13: yt+1 ← O(xt+1)
14: Dt+1 ← Dt ∪ {(xt+1, yt+1)}

# Refine and update memory
15: m̂t+1, ct+1 ← RefineHyp(Dt+1,Ht)
16: m̃t+1, c̃t+1 ← ConfGate(m̂t+1, ct+1)
17: ct+1 ← c̃t+1

18: Et+1 ← UpdateMemory(
Et,Dt+1,Ht, m̃t+1, c̃t+1)

19: end for
20: return m̃B

We frame scientific discovery as a bud-
geted active mechanism discovery problem
that jointly couples hypothesis generation
with adaptive experimental design. LetM
denote a space of candidate mechanisms,
where each mechanism m ∈ M defines a
predictive mapping fm : X → Y . The
objective is to recover the unknown ground-
truth mechanism m⋆ ∈ M through a se-
quence of adaptively chosen experiments.
At each round t, the learner selects an exper-
iment xt+1 ∈ X that yields an observation
yt+1 ∼ p(· | xt+1,m

⋆), where p is the ob-
servation model. Unlike static discovery,
where the data are fixed a priori, this task re-
quires active data acquisition. Consequently,
after t rounds, the accumulated datasetDt =
{(xi, yi)}ti=1 grows iteratively until the to-
tal experimental budget B is exhausted. At
each step, the process maintains a discov-
ery state St = (Dt, Et,Ht), where Et sum-
marizes prior hypotheses and experimental
evidence, and Ht = {m(k)}Kk=1 ⊆ M is
a finite approximation to the mechanisms
currently compatible with Dt. Rather than
committing to a single best model, discovery
proceeds by progressively resolving ambi-
guity among these competing explanations
through informative experiments. A policy
π maps the current state to the next query,
xt+1 = πt(St), which produces observa-
tions yt+1 ∼ p(· | xt+1,m

⋆) and updated
states St+1. The objective is to produce a
final estimate m̂B that minimizes expected mechanism error E[L(m̂B ,m

⋆)], where L is a domain-
dependent loss, and the expectation is over trajectories induced by π and p, with a fixed m⋆.

3.2 Hypothesis Generation

Given the accumulated evidence and discovery history, GenHyp(·) constructs a finite set of rival
mechanisms that remain compatible with the observations while representing distinct scientific
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explanations. To reduce path dependence and premature concentration under sparse evidence [10],
LLM-AutoSciLab separates hypothesis exploration from hypothesis synthesis. A smaller LLM πsmall

θ
repeatedly proposes candidate mechanisms conditioned on St; these are grouped into structural
families until the empirical distribution stabilizes, yieldingHt. A larger LLM πlarge

θ then reasons over
Ht to produce a primary hypothesis, plausible alternatives, and diagnostic regionsRt ⊆ X where their
predictions are expected to diverge. Thus,Ht captures mechanisms that are similarly plausible under
current evidence but experimentally distinguishable, providing the basis for subsequent acquisition.

3.3 Hypothesis-Conditioned Experiment Selection

The data acquisition policy is governed by the disagreement of the hypothesesHt within the LLM-
generated search region Rt. Given the confidence score ct, LLM-AutoSciLab first determines
whether the current hypothesis is sufficiently stable to serve as the basis for local refinement. If
ct < τconf , LLM-AutoSciLab retains the full hypothesis setHt and selects experiments for mecha-
nism disambiguation; otherwise, it treats the current mechanism as stable and shifts acquisition to
refinement. In Disambiguate mode LLM-AutoSciLab computes ∆t = Disagree(Ht,Dt), which
governs the acquisition strategy and Acquire(·) selects xt+1 ∈ Rt where candidate mechanisms
inHt make maximally divergent predictions. In Refine mode, Acquire(·) instead selects experi-
ments that improve the fit or parameterization of the supported mechanism family. Unlike Bayesian
experimental design, which typically optimizes information gain under a predefined probabilistic
model class, LLM-AutoSciLab constructs and revises explicit mechanism hypotheses and uses their
predicted disagreements to guide experiment selection. This makes acquisition depend on the status
of the evolving hypothesis space, rather than predictive improvement alone.

3.4 Hypothesis Optimization and Confidence Feedback

After each experiment, the new observations from O are incorporated into Dt to produce the new
dataset Dt+1. As shown in Algorithm 1, RefineHyp(·) fitsHt to the new dataset producing a refined
mechanism m̂t+1 along with a confidence score ct+1. This step turns each generated hypothesis
structure into a data-evaluated mechanism on Dt+1. To assess robustness under adaptive data
collection, we introduce a confidence gate applied via ConfGate(·). Since Dt+1 may be biased
toward the currently selected regions, this step performs bootstrap resampling and refits the candidate
mechanism across these datasets, measuring agreement across the resulting fits. Consistent hypotheses
are assigned higher confidence c̃t+1, while those exhibiting instability in structure or predictions are
treated as brittle; the gated score is carried forward as ct+1 ← c̃t+1 and selects the acquisition mode
at the next iteration. The confidence-adjusted mechanism m̃t+1 is then written back into memory
through UpdateMemory(·), informing subsequent hypothesis generation and acquisition decisions.
Appendix E.2 provides a complete algorithmic specification and implementation details.

4 ActiveSciBench: Benchmark for Active Scientific Discovery

Real-world scientific discovery requires not only inferring governing laws from observations, but also
choosing experiments that yield the most informative data. Existing benchmarks reduce discovery to
passive inference on fixed datasets, bypassing the experimental-design problem that is critical when
observations are costly. To address this gap, we introduce ActiveSciBench, a two-dataset benchmark
suite for active, closed-loop scientific discovery (Figure 2), each based on physically grounded laws
and a queryable experimental system where the underlying law and parameters are hidden, relevant
variables are unknown a priori, and discovery must occur within a fixed experimental budget.

4.1 ActiveSciBench-Chem: Active Enzyme-Kinetic Law Discovery

Task Formulation. Enzyme-kinetic rate laws describe how reaction rates vary as a function of
experimental conditions. In ActiveSciBench-Chem (Figure 2 (a)), each task simulates an enzyme-
catalyzed reaction governed by a hidden kinetic mechanism and hidden parameters; the learner must
recover the symbolic rate law from budget-limited experiments. Each experiment is specified via a
shared 7-dimensional interface for substrate, inhibitor, second-substrate, and product concentrations,
enzyme loading, temperature, and pH, and returns the observed initial rate r0 along with auxiliary
mass-balance observables. The true rate law, including its functional form and which inputs actually
appear, is withheld from the learner throughout. Candidate mechanisms can produce indistinguishable
behavior over restricted regions of the design space, and the correct law is often recoverable only
through experiments that deliberately isolate individual dependencies.
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Figure 2: Overview of ActiveSciBench: (a) ActiveSciBench-Chem: Symbolic enzyme rate law recovery; (b)
ActiveSciBench-GRN: Signed directed gene regulatory graph inference.

Dataset Construction. The benchmark is drawn from a curated, mechanistically grounded hy-
pothesis space comprising standard kinetic families, structured compositions thereof, and extended
mechanisms beyond the standard textbook library, yielding 57 curated tasks in total. We report
results across: Easy (standard families: Michaelis-Menten, competitive inhibition), Medium (struc-
tured compositions: Michaelis–Menten with Arrhenius modulation, ping-pong bisubstrate kinetics
with noncompetitive inhibition), and Hard (extended mechanisms: allosteric activation, cooperative
inhibition).

4.2 ActiveSciBench-GRN: Active Causal Graph Discovery
Task Formulation. Gene regulatory networks are signed, directed graphs describing which genes or
regulators activate or repress other genes. In ActiveSciBench-GRN (Figure 2 (b)), each task simulates
a hidden regulatory system with an unknown graph structure and nonlinear dynamics, aiming to
recover the causal graph from within an experimental budget. The system consists of intervenable
gene expression nodes, upstream signals, and kinetic parameters. Unlike ActiveSciBench-Chem,
ActiveSciBench-GRN operates in a discrete intervention space: each experiment knocks up, knocks
down, or perturbs specific nodes, and the learner observes all downstream expression changes. The
true graph, including edge presence, direction, and sign (activation vs. repression) along with the
governing nonlinear dynamics, is withheld from the learner throughout. Different motifs can produce
similar observations under weak interventions, and hidden parameters can make the same motif
look qualitatively different across tasks. The learner must therefore jointly identify topology, sign,
and effective dynamics from sparse data, requiring informative perturbation choices rather than
response-surface fitting. The core challenge is inferring which variables are relevant, but here the
discovery target is a structured causal graph rather than a symbolic equation, extending the benchmark
suite to broader coverage of scientific discovery problems.
Dataset Construction. The benchmark is curated from a small set of canonical regulatory motifs
spanning increasing structural complexity, from feedforward activation to repression, feedback, and
switching behavior. It contains 5 motif families, each instantiated at 3 native difficulty levels and 3
topological versions, yielding 45 tasks per random seed with the capacity to generate more. The data
split in ActiveSciBench-GRN corresponds directly to the difficulty levels, reflecting progressively
sharper and more nonlinear parameter regimes. Easy tasks exhibit quasi-linear responses where
small perturbations reveal the graph clearly; Medium tasks introduce nonlinearity where saturation
effects obscure weak edges; and Hard tasks feature bistability and switching behavior, where the
graph is identifiable only through carefully designed multi-node perturbations. Appendix B lists the
construction details, family definitions, filtering rules, and tasks.
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Table 3: Quantitative performance comparison across the full benchmarks. ED denotes experiment design
and B the experiment budget. For NewtonBench and ActiveSciBench-Chem: SA = Symbolic Accuracy (%),
Ex. = Exact Accuracy (%), and RMSLE = Root Mean Squared Log Error. For ActiveSciBench-GRN: F1
= Edge F1 (%), Ex. = Exact Graph Accuracy (%), and Sign = Sign Accuracy (%). Best results are in bold;
second-best results are underlined. LLM-SR and SR-Scientist apply only to equation-discovery benchmarks.

Method ED B Easy Medium Hard Overall

SA(↑) Ex.(↑) RMSLE(↓) SA(↑) Ex.(↑) RMSLE(↓) SA(↑) Ex.(↑) RMSLE(↓) SA(↑) Ex.(↑) RMSLE(↓)

NewtonBench
PySR × 20 38.89 88.89 0.030 27.78 75.00 0.125 5.56 59.72 0.398 24.07 74.54 0.182
Bayesian Optimization ✓ 20 40.28 84.72 0.070 27.78 70.83 0.212 5.56 50.00 0.730 24.54 68.52 0.334
Bayesian Experimental Design ✓ 20 19.44 78.57 0.307 11.11 66.18 0.449 2.78 45.31 1.010 11.11 63.86 0.577

LLM-only (GPT-4o-mini) ✓ 20 16.67 19.44 3.572 2.78 2.78 4.738 0.00 0.00 6.757 6.48 7.41 5.039
LLM-only (Claude Sonnet 4.6) ✓ 20 64.31 78.24 0.783 60.39 73.56 0.791 58.83 72.91 0.818 61.18 74.90 0.797
Code-assisted (GPT-4o-mini) ✓ 20 13.89 19.44 4.372 5.56 11.11 5.437 2.78 0.00 4.897 7.41 10.19 4.912
Code-assisted (Claude Sonnet 4.6) ✓ 20 62.12 74.08 0.901 61.28 70.83 0.980 59.83 68.42 1.034 61.08 71.11 0.972
LLM-SR + EIG ✓ 100 20.12 74.57 0.381 12.25 63.32 0.488 3.31 47.19 0.983 11.89 61.69 0.617
SR-Scientist + EIG ✓ 100 22.38 76.12 0.379 14.82 66.84 0.445 4.84 50.41 0.843 14.01 64.46 0.556
LLM-AutoSciLab (Ours) ✓ 20 79.20 93.10 0.018 72.20 84.70 0.040 51.40 66.70 0.404 67.60 81.50 0.150

ActiveSciBench-Chem
PySR × 60 33.33 33.33 0.455 0.00 11.54 1.545 0.00 0.00 0.601 7.89 15.79 1.212
Bayesian Optimization ✓ 60 22.22 14.29 2.001 0.00 3.85 1.338 0.00 0.00 6.564 5.26 6.98 1.960
Bayesian Experimental Design ✓ 60 77.78 77.78 0.028 19.23 30.77 0.333 0.00 0.00 0.187 31.58 39.47 0.249

LLM-only (GPT-4o-mini) ✓ 60 0.00 0.00 0.563 0.00 0.00 0.777 0.00 0.00 0.849 0.00 0.00 0.764
LLM-only (Claude Sonnet 4.6) ✓ 60 33.33 66.67 0.481 6.34 8.48 0.595 0.00 0.00 0.723 8.27 14.54 0.624
Code-assisted (GPT-4o-mini) ✓ 60 0.00 0.00 0.554 0.00 0.00 0.869 0.00 0.00 0.894 0.00 0.00 0.824
Code-assisted (Claude Sonnet 4.6) ✓ 60 22.22 33.33 0.412 4.82 5.48 0.538 0.00 0.00 0.593 5.79 7.86 0.538
LLM-SR + EIG ✓ 100 55.56 34.81 0.881 14.73 23.28 1.092 0.00 0.00 4.817 15.75 16.52 2.431
SR-Scientist + EIG ✓ 100 55.56 31.29 0.843 16.38 28.12 0.935 0.00 0.00 4.558 16.53 18.26 2.255
LLM-AutoSciLab (Ours) ✓ 60 55.56 88.89 0.298 22.22 37.04 0.179 42.86 52.38 0.154 35.09 50.88 0.189

F1(↑) Ex.(↑) Sign(↑) F1(↑) Ex.(↑) Sign(↑) F1(↑) Ex.(↑) Sign(↑) F1(↑) Ex.(↑) Sign(↑)

ActiveSciBench-GRN
GENIE3 × 20 41.54 0.00 85.33 35.00 0.00 71.89 39.27 0.00 80.00 38.60 0.00 79.07
GIES × 20 70.12 20.00 97.78 47.07 0.00 80.56 51.61 0.00 79.00 56.27 6.67 85.78
NOTEARS × 20 31.52 0.00 66.67 25.71 0.00 56.67 25.57 6.67 51.11 27.60 2.22 58.15
Random sampling ✓ 20 33.64 0.00 86.67 33.46 0.00 86.67 39.58 6.67 80.00 35.56 2.22 84.44
Uncertainty sampling ✓ 20 55.26 13.33 93.33 49.63 0.00 86.67 45.40 0.00 84.44 50.10 4.44 88.15

LLM-only (GPT-4o-mini) ✓ 20 53.61 0.00 81.67 46.12 0.00 77.78 51.51 0.00 78.89 50.41 0.00 79.44
LLM-only (Claude Sonnet 4.6) ✓ 20 59.88 0.00 93.33 64.27 0.00 93.33 53.81 0.00 90.00 59.32 0.00 92.22
Code-assisted (GPT-4o-mini) ✓ 20 51.73 0.00 82.78 57.65 0.00 91.67 54.63 0.00 83.33 54.67 0.00 85.98
Code-assisted (Claude Sonnet 4.6) ✓ 20 61.35 0.00 96.66 68.23 0.00 96.67 60.21 0.00 90.00 63.26 0.00 94.44
LLM-AutoSciLab (Ours) ✓ 20 66.27 26.67 100.0 83.13 40.00 100.0 68.06 26.67 94.44 72.49 31.11 98.15

5 Experiments

5.1 Experimental Setup

Datasets. We evaluate LLM-AutoSciLab in a closed-loop scientific discovery setting where the
system iteratively designs experiments and refines hypotheses under a fixed oracle query budget. Our
study includes both quantitative comparisons with prior methods and targeted ablations. Specifically,
we conduct experiments on: NewtonBench, spanning 12 physics domains across multiple difficulty
levels and variants; ActiveSciBench-Chem, a suite of compositional enzyme kinetics tasks; and
ActiveSciBench-GRN, which focuses on graph-structured discovery in gene regulatory networks.
For ActiveSciBench-Chem and NewtonBench, we report: (i) symbolic accuracy, (ii) predictive error
via RMSLE, (iii) numerical exact accuracy. Symbolic accuracy is stricter than numerical accuracy, as
approximate fits may not recover the true form. For ActiveSciBench-GRN (structure discovery), we
evaluate structural recovery using edge-level precision, recall, F1, and sign accuracy (activation vs.
repression). Additional metric details are provided in Appendix C.
Baselines. We compare against a broad set of baselines: symbolic regression methods such as
PySR [14] on fixed datasets without experiment design, and active learning methods (Bayesian
Optimization and Bayesian Experimental Design) that select experiments but do not model symbolic
structure. We also evaluate active-acquisition variants of LLM-SR [44] and SR-Scientist [51], together
with LLM-only prompting and code-assisted LLMs. For ActiveSciBench-GRN, we additionally
evaluate graph discovery baselines GENIE3 [25], GIES [23], and NOTEARS [53] (offline), as
well as Random and Uncertainty sampling. For ablations and diagnostic analyses, we use stratified,
representative subsets to improve computational tractability (Appendix E.3). Unless explicitly labeled
as Claude Sonnet 4.6, LLM baselines and LLM-AutoSciLab use GPT-4o-mini as the primary model;
Claude Sonnet 4.6 is accessed through Amazon Bedrock on AWS. LLM-AutoSciLab additionally
uses Qwen2.5-7B-Instruct as the smaller local ensemble model. Appendix A.5 reports more
results.

5.2 Main Results

As shown in Table 3, we evaluate LLM-AutoSciLab using GPT-4o-mini across NewtonBench,
ActiveSciBench-Chem, and ActiveSciBench-GRN under fixed oracle budgets. Across all three bench-
marks, LLM-AutoSciLab achieves the strongest overall recovery, but the source of advantage differs
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by setting: NewtonBench tests symbolic identifiability with known variables, ActiveSciBench-Chem
requires discovering relevant kinetic variables, and ActiveSciBench-GRN requires recovering graph
structure from sparse interventions. Appendix A.2 contains experiments using Qwen-3 family LLMs.

NewtonBench. NewtonBench isolates symbolic recovery when relevant variables are known.
Strong fitting baselines such as PySR and Bayesian Optimization achieve high exact accuracy
(74.54%, 68.52%) but low symbolic accuracy (24.07%, 24.54%), indicating overfitting to observed
regimes without recovering the underlying law. The GPT-4o-mini LLM-only and code-assisted
baselines remain below 8% SA, while their Claude Sonnet 4.6 counterparts improve to approxi-
mately 61% SA but remain below LLM-AutoSciLab. Active LLM-SR and SR-Scientist variants
also remain below 15% SA despite receiving an experiment budget of 100, compared with 20 for
LLM-AutoSciLab. In contrast, LLM-AutoSciLab achieves 67.60% symbolic accuracy and 81.50%
exact accuracy. This gap highlights that hypothesis-conditioned experimentation improves structural
identification rather than merely numerical fit.

ActiveSciBench-Chem. ActiveSciBench-Chem requires identifying both relevant variables and ki-
netic structure through interaction with the experimental interface. BED is the strongest conventional
baseline (31.58% SA), performing well on easy tasks (77.78% SA) but collapsing on hard settings
(0.00% SA/Ex.), suggesting limited coverage beyond the candidate model class. GPT-4o-mini LLM-
only and code-assisted baselines achieve 0.00% SA/Ex.; Claude Sonnet 4.6 improves their overall
SA to 8.27% and 5.79%, respectively, while the active LLM-SR and SR-Scientist variants reach
15.75% and 16.53% SA at budget 100. These methods often produce plausible rate laws but tend to
default to generic templates rather than resolving variable relevance and kinetic family. In contrast,
LLM-AutoSciLab achieves the best overall performance (35.09% SA, 50.88% Ex.) and remains
robust on hard tasks (42.86% SA, 52.38% Ex.). The results suggest that LLM-generated hypotheses
enable exploration beyond fixed mechanism libraries, which is critical for nonstandard kinetics.

ActiveSciBench-GRN. ActiveSciBench-GRN evaluates graph-structured mechanism recovery. Of-
fline methods recover partial structure but rarely the full graph: GIES achieves 56.27% F1 but only
6.67% exact accuracy. Active baselines improve edge recovery (e.g., uncertainty sampling: 50.10%
F1) but still fail to recover full graphs (4.44% Ex.). Claude Sonnet 4.6 improves the LLM-only
and code-assisted baselines to 59.32% and 63.26% edge F1, respectively, but neither recovers a
complete graph. LLM-AutoSciLab achieves 72.49% F1, 31.11% exact graph accuracy, and 98.15%
sign accuracy. We observe that most methods perform very well on the sign metric, indicating that
it is easier to determine whether a node suppresses, activates, or has no effect on other nodes. This
demonstrates that accurate graph recovery requires targeted, hypothesis-driven perturbations that
disambiguate competing signed structures, rather than passive fitting or uncertainty-based sampling.

6 Analysis
6.1 How does the closed loop refine hypotheses?

Table 4: Closed-loop discovery ablation.
SA is symbolic accuracy; Ex. is exact graph
accuracy.

Variant Newton Chem GRN
SA SA Ex.

LLM-AutoSciLab 54.17 33.33 38.00

One-shot passive 41.67 0.00 30.00
Open-loop plan 50.00 0.00 21.00
No acquisition feedback 41.67 21.85 16.00
No hypothesis revision 37.50 16.67 34.00

We next examine how the closed-loop design of
LLM-AutoSciLab contributes to its performance. We
remove individual feedback mechanisms and include
matched open-loop controls. One-shot passive collects
all observations upfront and runs the hypothesis and re-
finement pipeline once. Open-loop plan chooses all exper-
iments from the initial static hypotheses, without adapting
the plan to their outcomes. No acquisition feedback ob-
serves each result but chooses subsequent experiments
without conditioning on the current hypotheses. No hy-
pothesis revision retains adaptive acquisition but does not
revise the hypothesis space using new evidence. All variants use the same discovery objective,
oracle budget, LLM backbones, and refinement backend. Table 4 summarizes the results. The
full method performs best overall, although the effect of each feedback pathway differs across
benchmarks. ActiveSciBench-Chem is particularly sensitive to one-shot inference and open-loop
planning, indicating that competing kinetic mechanisms require experiments chosen in response
to earlier outcomes. ActiveSciBench-GRN degrades most without acquisition feedback, consistent
with graph recovery requiring targeted interventions that distinguish direct, mediated, and feedback
effects. NewtonBench degrades under every control, showing that both adaptive experiment selection
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and repeated hypothesis revision contribute to symbolic recovery. Overall, the results show that the
improvement comes from coupling hypothesis-based data acquisition and refinement, showing that
the closed-loop nature of LLM-AutoSciLab significantly contributes to its performance.

6.2 Qualitative Analysis

Target law: two additive components,
restoring term and nonlinear damping term

LLM-AutoSciLab

w = −

Our method gets the structure exactly 
right with constants within 1% error.

PySR

w =
+

Fits the data using spurious sinusoidal 
component which improves local fit but 

changes the mechanism.

LLM-only

w =

Collapses to a textbook harmonic form. It 
captures a broad restoring prior but 
misses the nonlinear damping term.

Bayesian Optimization

w =

+

Finds an entangled numerical fit. 

Code Assisted LLM

w =

Recovers only the simplified 
harmonic component but misses the 

nonlinear damping term.

Bayesian Experiment Design

w =

−

Moves toward the right components. 
However, the final expression collapses 

into a fit-driven approximation.

Figure 3: Qualitative NewtonBench case study.
LLM-AutoSciLab recovers the correct symbolic
structure, while other baselines introduce spurious
terms, collapse to incorrect families, or recover only
simplified harmonic forms.

Figure 3 presents a qualitative NewtonBench case
study illustrating failure modes under limited-
budget mechanism discovery. The target system
contains two additive components: a restoring force
term and a nonlinear damping term. Fit-driven
baselines such as PySR and Bayesian optimiza-
tion achieve low local error by introducing spu-
rious or entangled terms, but fail to recover the
correct mechanistic structure. In particular, PySR
inserts an unnecessary sinusoidal component, while
Bayesian optimization converges to numerically ac-
curate but mechanistically incorrect expressions.
LLM-only and code-assisted LLM methods instead
collapse to simplified textbook harmonic forms,
identifying only partial structure and missing the
nonlinear damping behavior. Bayesian experiment
design moves toward the correct components, but
ultimately still converges to a fit-driven approxima-
tion. In contrast, LLM-AutoSciLab recovers the
correct additive structure and closely matches the
hidden constants, including a recovered coefficient
of 0.4915 ≈ 1/2 and a damping exponent within
roughly 1% of the ground truth, highlighting the
importance of discriminative experimentation in accurate mechanism recovery.

6.3 Ablation Study

Figure 4 reports single-component removal results across all three benchmarks. Removing hypothesis-
conditioned acquisition causes a substantial drop across all benchmarks, showing that candidate
mechanisms must guide data acquisition under limited oracle budgets. Other components contribute
differently depending on the source of difficulty. NewtonBench stresses sparse functional identifi-
cation through counterfactual laws, making diverse hypothesis generation and mechanism stability
important; without them, the LLM is drawn toward canonical physics laws. ActiveSciBench-Chem
requires reasoning over the input space and identifying mechanistically relevant variables, making
memory crucial for disambiguating competing mechanisms. ActiveSciBench-GRN relies on accumu-
lating perturbation evidence, making evidence preservation and intervention selection more central.
These ablation patterns also support the diversity of our suite: NewtonBench, ActiveSciBench-Chem,
and ActiveSciBench-GRN are sensitive to different removed components, suggesting they probe
complementary discovery capabilities rather than one shared fitting problem. Overall, the results
show that LLM-AutoSciLab functions as a closed-loop pipeline across discovery settings, with each
component contributing meaningfully.

Figure 4: Ablation study across all benchmarks removing one component from LLM-AutoSciLab.
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6.4 Experiment Budget Analysis

Figure 5 plots recovery versus query budget. We measure sample efficiency as the query budget each
baseline needs to match LLM-AutoSciLab’s fixed-budget performance, using symbolic accuracy
for NewtonBench and ActiveSciBench-Chem and exact graph accuracy for ActiveSciBench-GRN.
Comparison methods require 2.17–2.92× as many queries on NewtonBench, 2.36–5.97× on
ActiveSciBench-Chem, and 1.3–7.4× on ActiveSciBench-GRN (Appendix A.3). By conditioning
acquisition on competing hypotheses, each oracle call is more likely to resolve structural ambiguity
across symbolic laws, kinetic rate mechanisms, and signed regulatory graphs. Together, these results
show that LLM-AutoSciLab is significantly more sample efficient than the baselines.

Figure 5: Budget ablations across benchmarks showing the recovery metric versus query budget.

7 Conclusion

We introduced LLM-AutoSciLab, a closed-loop algorithm for scientific discovery that formalizes
discovery as iterative experimental design over an evolving hypothesis set. LLM-AutoSciLab instan-
tiates a structured algorithmic loop that (i) generates a diverse hypothesis set, (ii) selects experiments
via a hypothesis-conditioned acquisition objective, and (iii) refines candidates through data-driven
optimization with feedback. This formulation shifts the objective of data acquisition from predictive
uncertainty reduction to hypothesis discrimination, improving true mechanism recovery under limited
experimental budgets. To overcome the lack of evaluation settings for closed-loop discovery, we
introduce ActiveSciBench-Chem and ActiveSciBench-GRN, benchmarks that recast scientific dis-
covery as an active, budget-constrained process requiring joint experiment design, variable selection,
and recovery of underlying mechanisms, enabling systematic evaluation beyond static function fit-
ting. Across NewtonBench, ActiveSciBench-Chem, and ActiveSciBench-GRN, LLM-AutoSciLab
achieves higher symbolic and structural recovery with fewer queries than prior methods, demonstrat-
ing that aligning data acquisition with hypothesis discrimination rather than predictive accuracy
improves both efficiency and reliability of scientific discovery.

Limitations. LLM-AutoSciLab uses simulator-based oracles, so physical-lab noise, failures, costs,
and operational constraints are not fully modeled. Performance also depends on the quality of
LLM-generated hypotheses and on the coverage of the parser and refinement backends. Broader
domains, richer refinement tools, and real-world validation remain future work.
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Impact Statement

LLM-AutoSciLab accelerates scientific discovery by automating hypothesis-driven experimentation,
with potential benefits for researchers in biology, chemistry, and physics who face costly experimental
budgets, reducing the number of experiments needed to recover governing mechanisms and lowering
barriers for smaller research groups. The primary risks are over-reliance on model outputs in
safety-critical domains such as drug discovery, where a plausible but incorrect mechanistic law
could have downstream consequences, and the inheritance of LLM biases that may systematically
favor well-represented mechanisms over genuinely novel ones. The framework currently targets
simulator-based discovery rather than direct laboratory deployment, limiting immediate risk, but
domain-specific safety review remains essential before application in sensitive real-world contexts.
We do not anticipate direct dual-use concerns.

Reproducibility statement

We provide implementation and experimental details throughout the paper, including the methodology
in Section 3 and Appendix E.2, dataset construction details in Appendix B, and metric definitions in
Appendix C. The code and data accompanying the benchmark are intended to support independent
reproduction.
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Appendix

A Additional Results

A.1 Noise Sensitivity

(a) NewtonBench (b) ActiveSciBench-Chem (c) ActiveSciBench-GRN

Figure 6: Robustness to observation noise across (a) NewtonBench, (b) ActiveSciBench-Chem, and
(c) ActiveSciBench-GRN. Bars report exact accuracy, while lines report the continuous error or graph re-
covery metric: RMSLE for NewtonBench and ActiveSciBench-Chem, and Edge F1 for ActiveSciBench-GRN.

Figure 6 reports a noise sensitivity analysis evaluating robustness to increasing levels of observation
noise across all three benchmarks. For each benchmark, we inject controlled Gaussian noise at
varying levels and measure the effect on both primary recovery metrics and predictive fidelity.
Across all settings, LLM-AutoSciLab shows stronger recovery than baselines as noise increases,
consistent with scientific priors that constrain the search to physically plausible structures even as
data quality degrades. On NewtonBench and ActiveSciBench-Chem, symbolic accuracy exhibits
threshold behavior, degrading in a step-function pattern while RMSLE increases smoothly, reflecting
a transition between a regime where noise blurs parameter estimates but structural identifiability is
preserved, and a regime where competing hypotheses become observationally indistinguishable within
the current budget. On ActiveSciBench-GRN, the two recovery metrics decouple sharply under noise.
Exact graph accuracy drops severely even at moderate noise levels, while edge F1 deteriorates slowly
and gradually. This dissociation reveals that noise primarily disrupts precise topology recovery while
the broader edge-level structure remains partially identifiable. The result suggests that activation
versus repression provides a stronger, more noise-resilient signal than exact graph structure and
points to precise topology recovery as the primary fragility of the current framework under noisy
perturbation settings.

A.2 Model Capability

Table 5: LLM backbone comparison. GPT-4o-mini
is the default backbone; Qwen3 models evaluate open-
weight scaling.

Newton Chem GRN

Backbone SA Ex. RMSLE SA Ex. RMSLE F1 Ex. Sign

GPT-4o-mini 67.60 81.50 0.150 35.09 50.88 0.189 72.49 31.11 98.15

Qwen3-4B 57.78 82.86 0.174 12.92 53.56 0.3766 49.56 21.78 93.52
Qwen3-14B 54.29 86.11 0.127 23.88 50.59 0.1574 51.19 22.34 92.16
Qwen3-32B 60.56 88.12 0.101 25.56 52.81 0.0815 62.70 25.88 98.70

Table 5 evaluates the effect of LLM backbone ca-
pability on closed-loop discovery. We keep the
Qwen2.5-7B-Instruct as the smaller local en-
semble model, but vary the primary model driv-
ing the experiments. Model scale is most bene-
ficial on the more compositional and structured
benchmarks. ActiveSciBench-Chem improves
consistently from Qwen3-4B to Qwen3-32B
across SA, exact accuracy, and RMSLE, while
ActiveSciBench-GRN shows clear gains in edge
F1 and exact graph accuracy. This suggests that stronger backbones provide better mechanistic priors
for selecting relevant variables, proposing discriminative experiments, and reasoning over structured
mechanisms. NewtonBench reveals a different pattern. Qwen3-32B achieves the lowest RMSLE and
highest exact accuracy, but Qwen3-14B obtains higher symbolic accuracy. Thus, larger models can fit
behavior more accurately without always recovering the exact symbolic form. Since the difference is
small, this should not be interpreted as evidence against larger models; rather, the non-monotonic
symbolic trend suggests that closed-loop discovery is not determined by scale alone, but by the
interaction between hypothesis generation, experiment selection, and refinement.
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A.3 Relative Sample Efficiency

Figure 7: Relative sample efficiency across benchmarks. Each bar shows the multiplicative number of oracle
queries required by a comparison method to match the fixed-budget performance of LLM-AutoSciLab (lower
is better), measured using symbolic accuracy for NewtonBench and ActiveSciBench-Chem and exact graph
accuracy for ActiveSciBench-GRN. Reference budgets are B=20, B=60, and B=20, respectively. LLM-only
and Code-assisted LLM denote the GPT-4o-mini variants.

Figure 7 reports target-matching relative sample efficiency across the three benchmark families. For
each benchmark, we treat the fixed-budget performance of LLM-AutoSciLab as the reference target
and measure how many oracle queries a comparison method requires to match that target on the
benchmark’s recovery metric: symbolic accuracy for NewtonBench and ActiveSciBench-Chem, and
exact graph accuracy for ActiveSciBench-GRN. A relative sample efficiency of 2× therefore means
that the comparison method requires twice as many queries as LLM-AutoSciLab to attain the same
level of recovery.

On NewtonBench, all comparison methods require more than twice the query budget of
LLM-AutoSciLab, with symbolic regression baselines ranging from 2.17× to 2.58× and the GPT-
4o-mini LLM-only variants ranging from 2.75× to 2.92×. On ActiveSciBench-Chem, the non-LLM
methods require 2.36×–2.57×, while the GPT-4o-mini LLM-only and code-assisted conditions
require 5.97× and 5.20×, respectively. On ActiveSciBench-GRN, GENIE3, GIES, and NOTEARS
require 2.4×, 1.3×, and 1.9×, while active and GPT-4o-mini LLM alternatives require 3.9×–7.4×.
Taken together, these results show that the main benefit of LLM-AutoSciLab is not only improved
final recovery but also substantially better budget utilization, since conditioning acquisition on explic-
itly competing mechanistic explanations makes each oracle query more informative for resolving
structural ambiguity.

A.4 Qualitative Analysis

Figure 8: Qualitative ActiveSciBench-GRN case study. LLM-AutoSciLab exactly recovers the sparse
activation chain, while baselines either add spurious auxiliary edges, reverse edge orientation, or recover only
partial structure. Green edges indicate correctly recovered relations; red edges indicate incorrect or spurious
relations.
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Figure 8 shows a representative ActiveSciBench-GRN example where the target mechanism is a
sparse activation chain, S → A→ B → C, with an irrelevant regulator R. LLM-AutoSciLab exactly
recovers the ground-truth chain and correctly excludes R, indicating that its perturbation choices
isolate the causal backbone rather than merely fitting correlated responses. In contrast, the baselines
recover only parts of the structure. LLM-only adds shortcut and auxiliary edges, code-assisted
LLM preserves the main chain but introduces a spurious side branch, and classical graph-discovery
methods either overconnect the graph, reverse orientations, or miss key dependencies. This example
illustrates the main GRN failure mode: baselines often detect local associations but fail to distinguish
direct causal edges from indirect or irrelevant perturbation effects, whereas hypothesis-conditioned
acquisition supports targeted disambiguation of the signed graph structure.

A.5 Statistical significance

Table 6: Standard Deviation across benchmarks. Values are reported as mean ± standard deviation
across 3 seeds. For NewtonBench and ActiveSciBench-Chem, columns are SA / Exact / RMSLE. For
ActiveSciBench-GRN, columns are F1 / Exact / Sign.

Method SA Ex. RMSLE

NewtonBench
PySR 24.07 ± 0.00 74.54 ± 1.96 0.182 ± 0.008
BO+PySR 24.54 ± 0.65 68.52 ± 2.62 0.334 ± 0.023
BED 11.11 ± 0.00 63.86 ± 1.09 0.577 ± 0.044
LLM-only 6.48 ± 0.40 7.41 ± 0.80 5.039 ± 0.156
Code-assisted LLM 7.41 ± 0.50 10.19 ± 0.20 4.912 ± 0.128
LLM-AutoSciLab (Ours) 67.60 ± 0.20 81.50 ± 1.30 0.150 ± 0.003

ActiveSciBench-Chem
PySR 7.89 ± 0.00 15.79 ± 1.20 1.212 ± 0.016
Bayesian Optimization 5.26 ± 0.40 6.98 ± 2.60 1.960 ± 0.288
BED 31.58 ± 0.00 39.47 ± 1.50 0.249 ± 0.015
LLM-only 0.00 ± 0.00 0.00 ± 0.00 0.764 ± 0.189
Code-assisted LLM 0.00 ± 0.00 0.00 ± 0.00 0.824 ± 0.183
LLM-AutoSciLab (Ours) 35.09 ± 0.80 50.88 ± 2.60 0.189 ± 0.004

Method Edge F1 Exact Graph Sign

ActiveSciBench-GRN
GENIE3 38.60 ± 0.00 0.00 ± 0.00 79.07 ± 1.60
GIES 56.27 ± 1.80 6.67 ± 1.33 85.78 ± 2.30
NOTEARS 27.60 ± 1.20 2.22 ± 0.00 58.15 ± 1.30
Random sampling 35.56 ± 3.80 2.22 ± 0.00 84.44 ± 2.00
Uncertainty sampling 50.10 ± 1.40 4.44 ± 0.00 88.15 ± 2.00
LLM-only 50.41 ± 3.50 0.00 ± 0.00 79.44 ± 0.60
Code-assisted LLM 54.67 ± 4.70 0.00 ± 0.00 85.98 ± 0.90
LLM-AutoSciLab (Ours) 72.49 ± 1.30 31.11 ± 1.33 98.15 ± 0.30

To assess statistical significance, we repeated each benchmark configuration across three seeds and
report the mean and standard deviation of the seed-level aggregate scores. The mean results are
presented in Table 3. For NewtonBench and ActiveSciBench-Chem, we report symbolic accuracy
(SA), exact accuracy, and RMSLE. For ActiveSciBench-GRN, we report edge F1, exact graph
accuracy, and sign accuracy. Overall, the variance across benchmarks is modest. The strongest
methods, including LLM-AutoSciLab, remain stable across seeds, while weaker LLM-only or
unguided baselines show somewhat larger variability, particularly on harder graph-recovery settings.
Standard deviations of±0.00 indicate that the seed-level aggregate scores are identical at the displayed
precision as expected for deterministic baselines or methods run under fixed random seeds.

B Benchmark Details

B.1 ActiveSciBench-Chem

ActiveSciBench-Chem is an active enzyme kinetics benchmark for mechanism recovery under finite
experimental budgets. Rather than receiving a fixed dataset, the learner adaptively selects biochemical
assay conditions and observes reaction rates to infer hidden kinetic mechanisms and parameters. This
setup reflects the challenge of scientific discovery, where multiple mechanisms can explain limited
observations and targeted experiments are required to distinguish competing hypotheses.

x = (CA, CI , CB , CP ,Enz, T,pH),
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covering substrate, inhibitor, secondary substrate, product concentration, enzyme loading, tempera-
ture, and pH. While every task exposes the same interface, each mechanism depends on only a subset
of variables, requiring the learner to identify both the governing law and the relevant dimensions.
Dependence on different variables corresponds to distinct mechanistic behaviors such as inhibi-
tion, bisubstrate reactions, product feedback, or environmental modulation. ActiveSciBench-Chem
contains 57 curated tasks organized into easy, medium, and hard tiers. Easy tasks correspond to
standard kinetic families, medium tasks introduce structured compositions, and hard tasks include
weaker identifiability and nonstandard behaviors such as cooperative or allosteric kinetics. The
ActiveSciBench-Chem benchmark evaluates both active experimentation and symbolic scientific
reasoning and is organized around nine canonical base families:

• Michaelis–Menten saturation
• Competitive inhibition
• Product inhibition
• Arrhenius temperature dependence
• Ping-pong bisubstrate kinetics
• Uncompetitive inhibition
• Substrate inhibition
• Hill cooperativity
• Noncompetitive inhibition

Beyond the nine base families, ActiveSciBench-Chem includes structured composite mechanisms
that combine substrate-response kinetics with modifiers such as inhibition, temperature depen-
dence, or feedback. Examples include Michaelis–Menten with competitive inhibition and Arrhenius
modulation, ping-pong bisubstrate kinetics with noncompetitive inhibition, and Hill cooperativ-
ity with product feedback. These composites move beyond isolated textbook mechanisms and
require the learner to distinguish competing mechanistic explanations under a shared assay inter-
face. ActiveSciBench-Chem also includes a targeted set of extended and nonstandard mechanism
families beyond the core base library:

• Ordered sequential bisubstrate kinetics
• Allosteric activation
• Anti-cooperative Hill behavior
• Fractal or anomalous kinetics
• Mixed inhibition
• Cooperative inhibition
• Monotonic pH dependence
• Metal-ion activation
• Product activation / autocatalytic feedback
• Dual inhibition by inhibitor and product

Taken together, the 57 ActiveSciBench-Chem tasks span textbook kinetic families, structured
compositions, and targeted extended mechanisms beyond the standard library. This makes
ActiveSciBench-Chem both interpretable at the mechanism level and sufficiently rich to require
active experimentation, relevant-variable identification, and mechanistic discrimination rather than
simple equation retrieval. ActiveSciBench-Chem is a simulator-based oracle benchmark designed to
isolate active kinetic mechanism discovery under controlled, reproducible conditions. Observations
are generated from mechanistically specified kinetic families with hidden parameters and benchmark-
defined noise, rather than physical wet-lab experiments. While it does not capture the full complexity
of laboratory biochemistry, such as assay failures, batch effects, protocol variability, or experimental
cost, it provides a clean, budget-controlled setting for evaluating closed-loop mechanistic recovery.

B.2 ActiveSciBench-GRN

ActiveSciBench-GRN is an online gene perturbation benchmark for active causal graph discovery in
gene regulation. Unlike ActiveSciBench-Chem, which focuses on recovering biochemical rate laws,
ActiveSciBench-GRN requires the learner to infer hidden causal structure and nonlinear dynamics
from interventional data. Each task simulates a hidden regulatory system with unknown graph
structure, edge signs, and nonlinear dynamics. The learner performs discrete interventions, such as
gene knock-up or knock-down experiments, and observes downstream expression changes, while
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the underlying graph remains unobserved. Different motifs can produce similar responses under
limited interventions, and hidden parameters can make identical motifs appear qualitatively different,
requiring the learner to jointly infer topology, sign, and dynamics from sparse experimental data.
ActiveSciBench-GRN is built from canonical regulatory motifs spanning increasing structural com-
plexity, including activation, repression, feedback, and switching behavior. The benchmark contains
five core motif families, three topological variants, and three difficulty levels, yielding 45 tasks per
random seed. These motifs are standard systems biology primitives that provide a compact yet
meaningful testbed for mechanistic graph discovery. The five ActiveSciBench-GRN motif families
are:

• Activation chain. A layered activation cascade from signal to intermediate regulators to the
reporter.

• Coherent feedforward loop. A motif in which the input acts through both a direct and a mediated
activating branch.

• Incoherent feedforward loop. A motif in which activation and repression act along competing
paths, producing adaptation-like or pulse-like behavior.

• Negative-feedback circuit. A self-limiting repression architecture in which downstream activation
induces a repressive branch.

• Toggle-switch or bistable decision circuit. A mutually repressive switching architecture used to
model bistability, state selection, and cellular decision making.

Each motif family is instantiated across three topological variants and three difficulty levels. The
topological variants preserve the motif identity while changing the precise wiring structure, whereas
the difficulty levels correspond to increasingly nonlinear and feedback-sensitive parameter regimes.
Easy tasks exhibit near-linear responses that reveal the graph relatively clearly, while medium and
hard tasks introduce saturation, switching behavior, and bistability that obscure weak or mediated
dependencies. As a result, ActiveSciBench-GRN is not simply a passive graph estimation problem,
but a budgeted intervention design task in which the learner must select perturbations that best
distinguish competing regulatory mechanisms. ActiveSciBench-GRN is a simulator-based oracle
benchmark designed to isolate intervention-driven regulatory discovery under controlled, reproducible
conditions. Responses are generated from motif-specific nonlinear dynamics with hidden parameters
and benchmark-defined noise rather than physical biological experiments. Although it does not
capture the full complexity of real perturbation biology, including failed interventions, cell-state
heterogeneity, batch effects, off-target effects, or experimental cost variability, it provides a clean,
budget-controlled testbed for evaluating closed-loop mechanistic graph recovery.

B.3 NewtonBench
NewtonBench provides the physics component of our benchmark suite. In contrast to
ActiveSciBench-Chem and ActiveSciBench-GRN, it isolates active symbolic law discovery in a
setting where the relevant variables for each task are already known. In our experiments, one oracle
call evaluates the hidden physical law at a chosen assignment of task-specific input variables, and
the learner must recover the symbolic law under a finite query budget. Because NewtonBench is
already introduced as a standalone benchmark in [52], we refer readers there for the full benchmark
construction, counterfactual law-generation procedure, and task catalog. Table 7 summarizes the
benchmark suite we use for evaluation in this work.

C Metrics
We evaluate all three benchmarks under a unified objective of recovering the true scientific mechanism.
For NewtonBench and ActiveSciBench-Chem, we report three metrics. First, we measure predictive
fidelity using the root mean squared logarithmic error (RMSLE),

RMSLE(f̂ , f) =

√√√√ 1

N

N∑
i=1

(log(1 + ŷi)− log(1 + yi))
2
.

RMSLE is appropriate because target values in these domains can span multiple orders of magnitude.
Second, we report numerical exact accuracy,

ExAcc(f̂) = 1
[
RMSLE(f̂ , f) < 0.01

]
,
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Table 7: Benchmark summary. NewtonBench, ActiveSciBench-Chem, and ActiveSciBench-GRN differ in
scientific setting, discovery target, interface, and benchmark families.

Attribute Description

NewtonBench

Scientific setting Active physics law discovery in known-variable domains.
Discovery target Symbolic physical law.
Interface Task-specific physical variables; one oracle call evaluates the hidden law at a chosen

assignment of inputs.
Setting used in this
work

vanilla_equation.

Core domains Newtonian gravitation; Coulomb force; magnetic force; Fourier heat conduction;
Snell’s law; radioactive decay; underdamped harmonic motion; Malus’s law; speed
of sound; Hooke’s law; Bose–Einstein distribution; heat transfer.

Domain count 12.
Role in benchmark
suite

Isolates active symbolic law discovery when the relevant variables are already
known.

ActiveSciBench-Chem

Scientific setting Active enzyme-kinetics discovery under a shared biochemical assay interface.
Discovery target Symbolic kinetic law with hidden relevant-variable structure.
Interface Shared 7D biochemical assay interface: (CA, CI , CB , CP ,Enz, T,pH).
Primary observation Initial rate r0 together with auxiliary mass-balance observables.
Base families Michaelis–Menten saturation; competitive inhibition; product inhibition; Arrhenius

temperature dependence; ping-pong bisubstrate kinetics; uncompetitive inhibition;
substrate inhibition; Hill cooperativity; noncompetitive inhibition.

Composite mecha-
nisms

Structured compositions of the base families, combining substrate-response families
with modifiers such as inhibition, temperature dependence, feedback, and bisubstrate
effects. Representative examples include MM with competitive inhibition and
Arrhenius modulation, ping-pong with noncompetitive inhibition, Hill cooperativity
with product modulation, and substrate inhibition with Arrhenius modulation.

Extended families Ordered sequential bisubstrate kinetics; allosteric activation; anti-cooperative Hill
behavior; fractal / anomalous kinetics; mixed inhibition; cooperative inhibition;
monotonic pH dependence; metal-ion activation; product activation / autocatalytic
feedback; dual inhibition by inhibitor and product.

Domain count 57 curated domain classes.
Role in benchmark
suite

Adds hidden relevant-variable discovery and mechanistically grounded biochemical
ambiguity beyond known-variable symbolic regression.

ActiveSciBench-GRN

Scientific setting Intervention-driven regulatory discovery from perturbation-response experiments.
Discovery target Signed regulatory graph / motif together with effective nonlinear regulatory struc-

ture.
Interface Shared perturbation interface with discrete interventions over hidden regulatory

systems.
Primary observation Downstream expression changes following intervention.
Motif families Activation chain; coherent feedforward loop; incoherent feedforward loop; negative-

feedback circuit; toggle-switch / bistable decision circuit.
Topological variants Three versions per motif family.
Difficulty levels Easy, medium, and hard parameter regimes, corresponding to progressively stronger

nonlinearity and more difficult motif disambiguation.
Family count 5 core motif families.
Role in benchmark
suite

Adds intervention-driven signed graph discovery and causal-mechanism ambiguity
beyond equation recovery alone.
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which follows the exact-recovery criterion of NewtonBench [52]. Third, we report symbolic accuracy
(SA), which measures whether the recovered law matches the ground-truth mechanism up to algebraic
rewriting, fitted constants, and variable renaming. Symbolic accuracy is stricter than numerical
exactness, since a numerically accurate approximation need not recover the correct mechanistic form.
For ActiveSciBench-GRN, the target is graph recovery rather than scalar law recovery. We therefore
report edge-level precision, recall, and F1, sign accuracy for activation versus repression, exact
graph accuracy, and motif accuracy. These metrics distinguish partial structural recovery from full
mechanistic recovery. For NewtonBench and ActiveSciBench-Chem, symbolic accuracy is evaluated
with an LLM judge that determines whether the predicted hypothesis is equivalent to the ground-truth
expression up to constant parameter values. In this evaluation, the ground-truth law is presented as
expression A, and the candidate hypothesis B may be represented either as an executable program or
as a symbolic expression. As illustrated, the judge is prompted as follows:

Question: Given the ground truth mathematical expression A and the
hypothesis B, determine if there exist any constant parameter values that
would make the hypothesis equivalent to the given ground truth expression.
Let’s think step by step. Explain your reasoning and
then provide the final answer as:
{

"reasoning": "Brief step-by-step analysis",
"answer": "Yes/No"

}

A prediction is counted as symbolically correct if the judge returns “Yes.” This metric is stricter
than numerical exactness, since a numerically accurate approximation need not recover the same
underlying symbolic form.

D ActiveSciBench Design and Memorization

A key concern for LLM-based scientific discovery is whether strong performance reflects genuine
mechanistic recovery or simple recall of textbook systems. Our benchmarks are designed to make
retrieval alone insufficient. Each run begins without observations, requiring the learner to actively
select experiments under a limited oracle budget and infer the hidden mechanism from the resulting
responses. The instantiated system, not just the family label, is hidden throughout. In NewtonBench,
the learner observes the natural variables but not the hidden governing law. In ActiveSciBench-Chem,
all tasks share a common seven-variable assay interface while the relevant variables, mechanism
class, and parameterization remain hidden. In ActiveSciBench-GRN, the learner must infer a hidden
signed regulatory mechanism from perturbation responses rather than directly observing the graph.
At the same time, realistic scientific semantics are preserved through variables such as substrate,
inhibitor, temperature, and perturbation target, ensuring the evaluation measures scientific reasoning
rather than anonymized symbol matching. This can also be quantified through conservative lower
bounds on the hidden task space. In ActiveSciBench-Chem, the 57 mechanism classes contain
between 2 and 8 hidden continuous parameters (median 5). Even under a coarse discretization of
only 100 possible values per parameter, this yields more than 6× 1016 possible hidden instantiations.
ActiveSciBench-GRN is broader still: the target is a signed regulatory graph over signal, A,B,C,R
with 20 possible directed non-self edges, each absent, activating, or repressing, yielding 320 ≈
3.5× 109 unconstrained signed graphs. Even with a sparsity cap of six edges, this leaves more than
3 million candidate graphs before accounting for hidden continuous dynamics. These values are
conservative lower bounds, but they illustrate that the benchmarks cannot be reduced to retrieving a
small library of familiar mechanisms.

E Implementation Details

E.1 Baselines

All methods use the same oracle, task instance, difficulty, law version, and total experiment budget
as LLM-AutoSciLab. For the LLM-only and Code-assisted LLM conditions, we follow the same
definitions and prompting/tool-use setups as in NewtonBench and refer readers to [52] for those
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implementation details. Below, we summarize the remaining comparison methods used in our
benchmark suite.

Random+PySR. This method uses a non-adaptive experimental design followed by symbolic regres-
sion. It serves as the non-adaptive floor.

BO+PySR. This method uses Gaussian-process Bayesian optimization without LLM guidance.

BED+PySR. This method performs Bayesian experimental design over a fixed hand-specified
mechanism library. At each step, each candidate mechanism is fit to the current observations by
nonlinear least squares in log-space, candidate experiments are sampled from the admissible bounds,
and the next experiment is chosen to maximize the disagreement between the fitted mechanisms.
After the budget is exhausted, the best-fitting library member is retained, and PySR is run as a final
symbolic refinement stage. This uses the same general style of mechanistic library reasoning as the
LLM pipeline, but with a fixed, predefined family set rather than dynamically generated hypotheses.

GENIE3. We evaluate GENIE3 on fixed ActiveSciBench-GRN datasets collected under the same
task budget and use the standard GENIE3 implementation [25], with a lightweight post-processing
step to convert the output into the signed-graph format required by ActiveSciBench-GRN evaluation.

GIES. We evaluate GIES on the same fixed ActiveSciBench-GRN datasets using the standard
pcalg implementation [23], with intervention labels corresponding to the benchmark perturbation
environments and the same signed-graph conversion.

NOTEARS. We evaluate the linear NOTEARS method on the same fixed ActiveSciBench-GRN
datasets using the reference notears implementation [53], followed by the same signed-graph
conversion used for benchmark evaluation.

LLM-only and Code Assisted LLM. We follow the implementation of these baselines as presented
in NewtonBench [52].

LLM-SR+EIG and SR-Scientist+EIG. We implement LLM-SR+EIG and SR-Scientist+EIG using
the official LLM-SR2 and SR-Scientist3 repositories. Since both methods normally operate on a fixed
dataset, we use them as equation-fitting backends within an active experimental loop. At each step,
the method is fitted to all observations collected so far and its valid, distinct equations are retained
as candidate models. We assign an initially uniform prior over these candidates and compute their
posterior probabilities from how well they explain the observed data under a Gaussian observation
model. For each possible experiment, we estimate the expected information gain as the expected
reduction in entropy over the candidate models after observing the experiment’s possible outcome.
The expectation is approximated by sampling outcomes from the candidates’ predictive mixture. We
execute the experiment with the largest estimated information gain, add its outcome to the dataset,
and refit the symbolic-regression method before selecting the next experiment. Each task is limited
to 100 oracle experiments in total, including the initial space-filling observations; fitting equations
and evaluating hypothetical experiments do not consume this budget. After the budget is exhausted,
we fit the underlying method once more to the complete dataset and evaluate its highest-posterior
equation using symbolic accuracy, exact accuracy, and RMSLE.

E.2 LLM-AutoSciLab

Our implementation of LLM-AutoSciLab instantiates the closed-loop discovery framework in a
hypothesis-driven setting with adaptive ensembling. At each stage, the system maintains a set
of candidate mechanisms, proposes informative experiments conditioned on disagreement among
those candidates, updates the observation set with oracle feedback, and refines the candidate laws
through symbolic fitting after every acquired observation. The implementation uses a two-model
architecture in which a smaller local model generates a diverse hypothesis set, while the main
model synthesizes these hypotheses with accumulated evidence to guide subsequent experimentation.
Symbolic refinement results are summarized in a structured memory representation and re-injected
into later reasoning steps.

2https://github.com/deep-symbolic-mathematics/LLM-SR
3https://github.com/GAIR-NLP/SR-Scientist
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Algorithm 2 Adaptive Ensemble
Require: Prompt context St, base ensemble size K,

cap Kmax, entropy threshold τH
1: C ← ∅, Hprev ← ∅
2: while |C| < Kmax do
3: b← min(K,Kmax − |C|)
4: B ← SampleHypotheses(πsmall

θ , St, b)
5: C ← C ∪ FilterValid(B)
6: if |C| < K then
7: continue
8: end if

# Cluster C by structural skeleton and compute
entropy H

9: if Hprev ̸= ∅ then
10: if |H −Hprev| < τH then
11: break
12: end if
13: end if
14: Hprev ← H
15: end while
16: return BuildDistribution(C)

Prompting and Hypothesis Generation. The
hypothesis-generation step receives the current
goal, domain description, parameter names,
Python function signature, experiment history as
a text table, the current working hypothesis, the
remaining budget, the current phase, the best sym-
bolic equation found so far (if available), and the
structured memory summary. At this stage, the
model is asked to propose one primary hypothesis
together with multiple alternate hypotheses, but
not search regions. All hypotheses are returned
as pure Python expressions using the exact ora-
cle variable names and symbolic free constants
such as C0, C1, alpha, and beta. In our config-
uration, the smaller ensemble model is sampled
in parallel with base ensemble size K = 5, and
each call produces a structured hypothesis output
from which the primary candidate is retained for
ensemble construction.

Adaptive Ensemble Construction. Raw ensem-
ble hypotheses are filtered before use: expressions
that cannot be executed on the observed data, produce predominantly non-finite predictions, or are
clearly nonsensical under the current dataset are discarded. The remaining hypotheses are then
clustered by structural skeleton, obtained by canonicalizing constants while preserving functional
form. LLM-AutoSciLab uses adaptive ensemble growth in which hypotheses are sampled in batches
of size K, reclustered after each batch, and the Shannon entropy of the structural cluster distribution
is recomputed. Sampling stops when the entropy change between successive batches falls below 0.1,
or when the hard cap of Kmax = 20 samples is reached. The resulting hypothesis distribution stores
the raw hypotheses, structurally unique representatives, cluster assignments, the majority-cluster
agreement score, and a synthesis summary that is passed to the main model.

Hypothesis-Conditioned Acquisition. The main model receives a second prompt containing
the full experiment history, the current working hypothesis, the structured memory summary, and
a compact summary of the current hypothesis set, including the number of sampled hypotheses,
the number of unique structures, and representative candidates from each structural cluster. It
returns an updated primary hypothesis, alternate hypotheses, and a set of search regions. In parallel,
LLM-AutoSciLab computes a falsification-oriented disagreement score directly from the current
hypothesis set. For a candidate point x, let f̂1(x), . . . , f̂K(x) denote the predictions induced by the
current candidate mechanisms. We define the disagreement score as

∆(x) = Std
(
log10 f̂1(x), . . . , log10 f̂K(x)

)
.

For ActiveSciBench-GRN, disagreement is computed over fitted graph hypotheses through their
predicted intervention responses. If graph hypothesis gk predicts a post-intervention response vector
ŷk(a) ∈ Rd

>0 for intervention a, we define

δGRN(a) =
1

d

d∑
ℓ=1

Vark=1,...,K

[
log

(
ŷk,ℓ(a) + ε

)]
.

This means that edge and sign disagreements matter only through their falsifiable intervention
consequences. The role of the LLM at this stage is to propose search regions expected to be
informative for separating competing mechanisms; the final experiment points are then selected by
the active-learning layer within those regions. When the system is in the low-confidence regime,
candidate points are sampled from the proposed bounds, scored by ∆(x), and a small diverse subset is
chosen for oracle evaluation. This yields a hypothesis-conditioned acquisition rule that preferentially
queries regions where competing mechanisms make sharply different predictions.

Hypothesis Refinement. Mechanism refinement is performed on accumulated observations using a
domain-specific refinement backend after every acquired observation. Before the backend is invoked,
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the loop extracts the variables implicated by the current hypothesis set and uses them to focus the
refinement search, optionally reintroducing variables whose residual behavior suggests missing struc-
ture. In equation-discovery settings, refinement combines direct fitting of candidate structural families
with numerical parameter optimization and symbolic search over the accumulated observations. In
graph-discovery settings, refinement updates the candidate signed regulatory structures and their
associated dynamical parameters using the observed perturbation responses. The refined candidates
are then pooled for later arbitration and memory updates.

Bootstrap Confidence. Confidence is computed in bootstrap mode and is used to control the
acquisition regime rather than to terminate the run. After fitting a candidate mechanism, the domain-
specific refinement backend is rerun on bootstrap resamples of the training split, and the resulting
models are evaluated on a held-out validation split. Let ŷ(b) denote the prediction vector from
bootstrap fit b. We compute bootstrap confidence from the mean coefficient of variation across
validation predictions,

confboot = 1− 1

N

N∑
i=1

stdb

(
ŷ
(b)
i

)
∣∣∣meanb

(
ŷ
(b)
i

)∣∣∣+ ε
,

clipped to [0, 1]. In our setup, this confidence determines whether acquisition emphasizes hypothesis
disambiguation or parameter refinement. When bootstrap confidence remains below the gating
threshold, the system stays in a disagreement-driven regime and selects experiments using hypothesis-
conditioned acquisition to separate competing mechanisms. Once confidence exceeds the threshold
(0.9 in our configuration), the system switches to a refinement regime, where acquisition is driven by
uncertainty sampling to reduce residual uncertainty within the current high-confidence mechanism
class.
Memory and Final Selection. The memory injected into later prompts is a structured summary
rather than a raw conversation transcript. It can include the full symbolic-regression history, the current
best equation and its fit statistics, bootstrap confidence, computed RMSLE based on experiment data
and proposed hypotheses, validated hypotheses that survived discriminating experiments, negative
evidence for falsified forms, and a hypothesis scoreboard that tracks validated, failed, and uncertain
structures. At budget exhaustion, LLM-AutoSciLab performs a final symbolic fitting pass using
the full symbolic-regression budget, reuses the final variable filter and hypothesis-family pool, and
constructs a final candidate set from domain-specific optimization candidates, direct skeleton fits,
and validated hypothesis survivors. The main model then arbitrates among these final candidates
based on scientific plausibility and consistency with the observed data, rather than selecting solely
on training R2. If a mid-run candidate achieved a clearly better held-out observed-data validation
score, computed without access to the ground-truth mechanism, that candidate is preserved as the
final equation.

E.3 Experimental Protocol
Unless otherwise noted, all experiments use deterministic benchmark instances with zero oracle
noise and matched task manifests. NewtonBench evaluates 12 domains across 3 difficulty lev-
els, 3 law versions, and 3 seeds (324 runs total), with representative budget studies using 96
tasks. For ActiveSciBench-Chem, representative manifests contain 36 tasks for ablation and anal-
ysis, with standard budgets B ∈ {20, 40, 60, 80, 100} and the entire dataset for main results. For
ActiveSciBench-GRN, representative manifests contain 36 tasks for budget studies and 18 for noise
studies, using B ∈ {10, 20, 50} with fixed-budget comparisons at B = 20 on the entire dataset
for main results. NewtonBench fixed-budget comparisons also use B = 20, with extended stud-
ies reported up to B = 100. Evaluation is performed on held-out oracle outputs. Symbolic re-
gression tasks report RMSLE-based recovery together with exact and symbolic recovery, while
ActiveSciBench-GRN reports edge F1, exact graph accuracy, and sign accuracy against the hid-
den graph. Unless a row is explicitly labeled Claude Sonnet 4.6, LLM-based experiments use
GPT-4o-mini as the primary reasoning model. Claude Sonnet 4.6 was accessed through Amazon
Bedrock on AWS. LLM-AutoSciLab uses Qwen/Qwen2.5-7B-Instruct for adaptive ensembling
via local vLLM. Models are used without task-specific fine-tuning, and ensemble sampling uses a tem-
perature of 1.0 for structural diversity. Symbolic regression refinement uses PySR with 800 iterations
plus direct fitting of candidate mechanism skeletons when available, while ActiveSciBench-GRN
uses signed-graph fitting with BFGS optimization. Bootstrap confidence from held-out validation fits
is used only for acquisition-mode switching.
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E.4 Prompt Templates

Hypothesis Generation (Symbolic Regression)

GOAL: {goal}

DOMAIN: {domain}
PARAMETERS: {param_names}
{param_description}
OBJECTIVE TYPE: {objective_type}
OBJECTIVE DIRECTION: {objective_direction}
{optional_objective_profile}

FUNCTION SIGNATURE:
{function_signature}

DATA ({budget_pct}% budget used, {budget_remaining} experiments left):
{data_table}

Best symbolic equation so far:
{best_equation_fit}

{memory_str}
Current hypotheses: {current_hypothesis}
CURRENT PHASE: {current_phase}

TASK:
Generate one primary and 2-6 alternate EQUATION hypotheses that remain
plausible under current data.
Do NOT propose search regions in this step.
Focus only on plausible competing hypotheses and concise reasoning for
ambiguity.

Search-Region Proposal (Symbolic Regression)

GOAL: {goal}

DOMAIN: {domain}
PARAMETERS: {param_names}
{param_description}
OBJECTIVE TYPE: {objective_type}
OBJECTIVE DIRECTION: {objective_direction}
{optional_objective_profile}

DISCOVERED LAW FUNCTION SIGNATURE (must match exactly):
{function_signature}

EXPERIMENTAL DATA ({budget_pct}% of budget used, {budget_remaining}
experiments remaining):
{data_table}

{best_equation_if_present}
{hypothesis_requirement_if_present}
Current best hypothesis: {current_hypothesis}
{memory_str}
{phase_instruction}
{discrimination_hints}

Based on this data, propose the most informative parameter regions to
explore next. Think carefully about what the data represents and what
experiments would most help discover the governing equation via disambiguating the competing hypotheses set.

search_regions must be a list of objects with this exact structure:
{"bounds": {"p1": [lo, hi], "p2": [lo, hi], ...},
"n_experiments": 4,
"priority": "high",
"rationale": "why"}
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Hypothesis-to-Executable Structure (Symbolic Regression)

GOAL: {goal}

DOMAIN: {domain}
PARAMETERS: {params_str}

REQUIRED FUNCTION SIGNATURE (use EXACTLY this):
{function_signature}

EXPERIMENTAL DATA (raw values and [log10 values]):
{data_table}

CURRENT HYPOTHESIS: {current_hypothesis}
{previous_attempts_if_any}

Read the log10 columns to estimate exponents:
\Delta log10(measurement) / \Delta log10(param) \approx exponent.
Then propose a Python function ’discovered_law’ that fits this
structural form.

RULES:
- Use free constants C0, C1, alpha, beta, ... — they will be fitted

numerically.
- Use ONLY standard Python math (no imports). Powers: use ** not pow().
- Use the EXACT parameter names from the FUNCTION SIGNATURE above.
- Constants must appear in the return expression.

Hypothesis Generation and Region Proposal (Graph Recovery)

GOAL:
{goal}

DOMAIN:
{oracle.param_description}

CURRENT BEST HYPOTHESIS:
{current_hypothesis}

RECENT DATA:
{store_to_table}

HYPOTHESIS FIT SUMMARY:
{lineage_summary}

MEMORY SUMMARY:
{memory_str}

CONFIDENCE SUMMARY:
{confidence_str}

ENSEMBLE GRAPH DISTRIBUTION:
{ensemble_summary}

{optional_diversity_requirement_block}

BUDGET REMAINING: {budget_remaining}
MAX EXPERIMENTS THIS ITERATION: {max_experiments_per_iter}

Return:
- 2-5 natural-language mechanism hypotheses with stable IDs like h1,

h2, h3
- a primary_hypothesis_id naming the current best one
- 1-4 search regions for the next experiments
- confidence and done flag
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Single-Hypothesis Sampling (Graph Recovery)

GOAL:
{goal}

DOMAIN:
{oracle.param_description}

CURRENT BEST HYPOTHESIS:
{current_hypothesis}

RECENT DATA:
{store_to_table}

HYPOTHESIS FIT SUMMARY:
{lineage_summary}

MEMORY SUMMARY:
{memory_str}

CONFIDENCE SUMMARY:
{confidence_str}

BUDGET REMAINING: {budget_remaining}

Return exactly one plausible natural-language mechanism hypothesis,
with a short rationale and confidence.
Do not output graph edges or search regions.

Hypothesis-to-Structure Translation (Graph Recovery)

Translate this single natural-language hypothesis into one signed graph.

hypothesis_id: {hypothesis_id}
text: {hypothesis_text}

Fill this schema exactly:
{

"translation": {
"hypothesis_id": "{hypothesis_id}",
"rationale": "why this graph matches the hypothesis",
"assumptions": ["optional assumption"],
"edges": [

{"src": "signal", "dst": "A", "sign":1},
{"src": "A", "dst": "C", "sign":1}

]
}

}

Requirements:
- dst must be one of {graphs_nodes}.
- The graph must contain a directed path from signal to {final_node}.
- If the hypothesis does not mention {final_node} explicitly, add the minimal

faithful chain needed so the signal reaches {final_node}.
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NeurIPS Paper Checklist

1. Claims
Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?
Answer: [Yes]
Justification: The results in Section 5 and the analysis in Section 6 support the claims made
in the abstract and introduction.
Guidelines:

• The answer [N/A] means that the abstract and introduction do not include the claims
made in the paper.

• The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A [No] or
[N/A] answer to this question will not be perceived well by the reviewers.

• The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

• It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]
Justification: Our work evaluates with simulator-based oracles with oracle noise set to
zero by default; a noise sensitivity analysis is provided in Appendix A.1. Some implicit
assumptions underlie this evaluation that may not hold in physical settings: conditional
independence (successive queries are independent), and refinement convergence (800-
iteration PySR and BFGS budgets are sufficient for the mechanisms evaluated). Physical
wet-lab deployment introduces additional challenges such as reagent variability, calibration
drift, and heterogeneous experiment cost, but these are outside the current scope.
Guidelines:

• The answer [N/A] means that the paper has no limitation while the answer [No] means
that the paper has limitations, but those are not discussed in the paper.

• The authors are encouraged to create a separate “Limitations” section in their paper.
• The paper should point out any strong assumptions and how robust the results are to

violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

• The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

• The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

• The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

• If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

• While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs
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Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?
Answer: [N/A]
Justification: No theoretical proofs are included in the paper.
Guidelines:

• The answer [N/A] means that the paper does not include theoretical results.
• All the theorems, formulas, and proofs in the paper should be numbered and cross-

referenced.
• All assumptions should be clearly stated or referenced in the statement of any theorems.
• The proofs can either appear in the main paper or the supplemental material, but if

they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

• Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

• Theorems and Lemmas that the proof relies upon should be properly referenced.
4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?
Answer: [Yes]
Justification: We provide pseudocode and data in the main paper and appendix, together with
code and reproduction instructions at https://github.com/scientific-discovery/
LLM-AutoSciLab.
Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• If the paper includes experiments, a [No] answer to this question will not be perceived

well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

• If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

• Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

• While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how

to reproduce that algorithm.
(b) If the contribution is primarily a new model architecture, the paper should describe

the architecture clearly and fully.
(c) If the contribution is a new model (e.g., a large language model), then there should

either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code
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Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?
Answer: [Yes]
Justification: We provide open-source data, code, and execution instructions at https:
//github.com/scientific-discovery/LLM-AutoSciLab.
Guidelines:

• The answer [N/A] means that paper does not include experiments requiring code.
• Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

• While we encourage the release of code and data, we understand that this might not
be possible, so [No] is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

• The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

• The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

• The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

• At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

• Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLs to data and code is permitted.

6. Experimental setting/details
Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?
Answer: [Yes]
Justification: The section 5 of main paper and appendix lists all the details necessary to
understand the results.
Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The experimental setting should be presented in the core of the paper to a level of detail

that is necessary to appreciate the results and make sense of them.
• The full details can be provided either with the code, in appendix, or as supplemental

material.
7. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?
Answer: [Yes]
Justification: We report standard deviation across multiple seeds.
Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The authors should answer [Yes] if the results are accompanied by error bars, confidence

intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.

• The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

• The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

• The assumptions made should be given (e.g., Normally distributed errors).
• It should be clear whether the error bar is the standard deviation or the standard error

of the mean.
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• It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

• For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

• If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources
Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?
Answer: [Yes]
Justification: We use 4 × Quadro RTX 8000 48GB GPUs to host open models and rec-
ommend at least 16GB RAM for domain-specific optimization with PySR and BFGS.
GPT-4o-mini is accessed through the OpenAI API, while Claude Sonnet 4.6 is accessed
through Amazon Bedrock on AWS.
Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The paper should indicate the type of compute workers CPU or GPU, internal cluster,

or cloud provider, including relevant memory and storage.
• The paper should provide the amount of compute required for each of the individual

experimental runs as well as estimate the total compute.
• The paper should disclose whether the full research project required more compute

than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

9. Code of ethics
Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?
Answer: [Yes]
Justification: The work complies with NeurIPS ethical standards.
Guidelines:

• The answer [N/A] means that the authors have not reviewed the NeurIPS Code of
Ethics.

• If the authors answer [No], they should explain the special circumstances that require a
deviation from the Code of Ethics.

• The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

10. Broader impacts
Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?
Answer: [Yes]
Justification: The paper contains an impact statement discussing the societal impacts.
Guidelines:

• The answer [N/A] means that there is no societal impact of the work performed.
• If the authors answer [N/A] or [No], they should explain why their work has no societal

impact or why the paper does not address societal impact.
• Examples of negative societal impacts include potential malicious or unintended uses

(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

• The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
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that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

• The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

• If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

11. Safeguards
Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?
Answer: [N/A]
Justification: The work does not release any information requiring safeguards to the best of
our knowledge.
Guidelines:

• The answer [N/A] means that the paper poses no such risks.
• Released models that have a high risk for misuse or dual-use should be released with

necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

• Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

• We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

12. Licenses for existing assets
Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?
Answer: [Yes]
Justification: External assets are credited in the paper and repository. PySR and Qwen2.5-
7B-Instruct use Apache-2.0; NewtonBench uses MIT; GENIE3 and pcalg/GIES use GPL
(version 2 or later); and NOTEARS uses Apache-2.0. Closed API models are used under
the applicable OpenAI and AWS service terms. Our released code is licensed under MIT,
with third-party components retaining their original licenses.
Guidelines:

• The answer [N/A] means that the paper does not use existing assets.
• The authors should cite the original paper that produced the code package or dataset.
• The authors should state which version of the asset is used and, if possible, include a

URL.
• The name of the license (e.g., CC-BY 4.0) should be included for each asset.
• For scraped data from a particular source (e.g., website), the copyright and terms of

service of that source should be provided.
• If assets are released, the license, copyright information, and terms of use in the

package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

• For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

• If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

13. New assets
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Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?
Answer: [Yes]
Justification: The released benchmark data and MIT-licensed code are documented with
setup and execution instructions at https://github.com/scientific-discovery/
LLM-AutoSciLab.
Guidelines:

• The answer [N/A] means that the paper does not release new assets.
• Researchers should communicate the details of the dataset/code/model as part of their

submissions via structured templates. This includes details about training, license,
limitations, etc.

• The paper should discuss whether and how consent was obtained from people whose
asset is used.

• At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.

14. Crowdsourcing and research with human subjects
Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?
Answer: [N/A]
Justification: No crowdsourcing was involved.
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

• According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

15. Institutional review board (IRB) approvals or equivalent for research with human
subjects
Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?
Answer: [N/A]
Justification: No human subjects were involved
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

• We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

• For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLM usage
Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.
Answer: [Yes]
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Justification: LLMs are a core component of LLM-AutoSciLab, where they generate and
synthesize candidate hypotheses and propose informative experiment regions; we also
evaluate LLM-based baselines.
Guidelines:

• The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

• Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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